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ABSTRACT

Coverage Performance of the Wald Interval for a Binomial Proportion Under Textbook
Guidelines

By
Sevana Petrosians

Master of Science in Mathematics

One of the most fundamental statistical problems is the estimation of a binomial population
proportion by means of a confidence interval. The most well-known method for obtaining such
an interval is the Wald method. The focus of this thesis is to explore the coverage performance of
the Wald method under the various guidelines for its use that have been given in standard
statistical textbooks. Both conditions involving n and p as well as conditions involving n and "
are analyzed. We investigate coverage performance both unconditionally and conditionally for
guidelines based on n and ". Comparative results are provided in figures and tables for various
sample sizes. After analyzing each condition with various sample sizes, we find where certain
conditions outperform others. We find a few surprising results. We conclude by recommending a
specific condition and provide a simple rule of thumb for when the Wald method performs well
using this condition.
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1. INTRODUCTION
1.1! Some Background on the Binomial Distribution
A binomial experiment possesses the following properties [10]:
1. The experiment consists of a fixed number, n, of identical trials.
2. Each trial results in one of two outcomes: success, S, or failure, F.
3. The probability of success on a single trial is equal to some value p and remains the same
from trial to trial. The probability of failure is equal to3&3 = 3 (1 − ").
4. The trials are independent.
5. The random variable of interest is X, the number of successes observed during the n trials.
The outcome of these trials, known as Bernoulli trials after Swiss scientist Jacob Bernoulli, are
modeled by random variables 67 that take the value 1 ("success") with probability " and 0
("failure") with probability & = 1 − "3 where 0 < " < 1.
If 69 , … , 6; 3are independent, identically distributed Bernoulli random variables with success
probability ", then a binomial random variable is expressible as the sum of these n random
variables 6 = 3 ;<=9 67 .
The distribution of Y is straightforwardly shown to be
"(>) = 3

;3
?

" ? 3&3;@? for A = 30,1, 2 … , !3and 03≤ " ≤ 1.

Table 1. Examples of Binomial Experiments
Experiment or Trial
Flipping a fair coin
Purchasing a lottery ticket
New drug is introduced

Success
Heads
Win money
Cures disease

Failure

Binomial Random Variable
Tails
Total number of heads
Lose money
Total number of winning tickets
Does not cure disease Total number of cases where
the drug cures the disease
!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!!
!
1.2! History of The Normal Distribution and its Relationship to the Binomial Distribution
!

Abraham de Moivre was an 18th century statistician and consultant to gamblers who was often
asked to make lengthy computations. De Moivre noted that when the number of events (for
example, coin flips) increased, the shape of the binomial distribution approached a very smooth
curve and that was the birth of the ‘bell shaped’ normal distribution curve.
One of the first places the normal distribution was used was to analyze the errors of
measurements made in astronomical observations. These errors were the result of imperfect
instruments and observers. In the 17th century, Galileo observed that these errors were roughly

!
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symmetric and that small errors occurred more frequently than large errors, but it wasn’t until the
early 19th century that it was discovered that these errors followed a normal distribution.
Independently, Adrain in 1808 and Gauss in 1809 developed the formula for the density of the
normal distribution and showed that errors were fit well by this distribution. This same
distribution had been discovered by Laplace in 1778 when he derived the central limit theorem.
Laplace proved that even if a distribution is not normally distributed, the means of repeated
samples from the distribution would be very close to a normal distribution, and that the larger the
sample size, the closer the distribution of means would be to a normal distribution.
Table 2. Names and Years for the Discovery of the Normal Distribution
Statistician
LaPlace
De Moivre
Adrain
Gauss

Year of Normal Distribution Discovery
1778
th
18 Century
1808
1809

The de Moivre-Laplace Central Limit Theorem: Let E, F3 ∈ 3ℝ3 ∪ ±∞ with E < F, then

lim ℙ; E ≤

;→P

RS @;;-(9@-)

≤ F =3

W

X @V
U W
T; Y
9

Z>

(1)

and the convergence is uniform in E and F.
The key question for the binomial confidence interval problem is for what values of n is the
approximation “good enough”.
1.3! Common Methods for Producing Binomial Confidence Intervals
!

A confidence interval gives an estimated range of values which is likely to include an unknown
population parameter; it is calculated from a given set of sample data. We adopt Casella’s (1986)
terminology in defining a confidence procedure for a given sample size n as a collection of ! + 1
intervals, one for each possible value of the binomial random variable X.
For any p given, the coverage probability (or simply coverage) \](") of a binomial confidence
procedure is the chance of observing a number of successes X for which the associated
confidence interval contains p. Equivalently, if the binomial experiment is repeated many times,
the coverage represents the proportion of the confidence intervals that include the true value of p.
The collection of all \] " where 0 ≤ " ≤ 1 is called the coverage probability function (CPF)
of the confidence procedure.
Confidence procedures for estimating a parameter of a continuous probability distribution, such
as the mean of a normal distribution, are typically able to achieve coverage exactly equal to 1-α
!
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!

for all values of the parameter. However, since the binomial distribution is discrete, the exact
nominal confidence level cannot always be achieved unless the procedure used is randomized,
and introducing additional randomization is not considered sensible in practice. See [12] for a
detailed explanation of randomized confidence intervals.
In this section, four common methods for producing a binomial confidence interval are
introduced and discussed. The following methods are based on the fact noted earlier that a
binomial random variable is the sum of ! independent Bernoulli random variables, and thus for
large values of ! the central limit theorem applies and X has approximately a normal distribution.
1.3.1! The Clopper-Pearson Interval
!
Many confidence intervals for the binomial are obtained by inverting the test statistic for the
hypothesis ^_ : " = "_ . The Clopper-Pearson method is based on using the binomial count X as
the test statistic. A Clopper–Pearson confidence interval (Clopper and Pearson 1934) is obtained
by solving each of the equations (a) ]3(63 ≥ 3>) 3 = 3a/23and (b) ]3(63 ≤ 3>) 3 = 3a/2 for p using
the exact binomial distribution of X. (Note: This method does not have solutions to both (a) and
(b) for the boundary values > = 0 and > = ! because for > = 0, the left hand side of equation (a)
is one and for > = !, the left hand side of equation (b) is one. Neither of these equations have
solutions; therefore, we use zero for the lower limit and one for the upper limit.)
The Clopper-Pearson method is strict, which means it meets the following requirement:
3c!d- \](") 3 ≥ 31– a

(2)

The main advantage of the Clopper-Pearson method is that it produces a coverage probability
function (cpf) that is quite high, often considerably above the confidence level, but this comes at
the cost of the corresponding confidence intervals being substantially larger than necessary.
1.3.2! The Wald Interval
!

The Wald method is the standard method presented in introductory statistical textbooks for
calculating a binomial confidence interval. In order to test the hypothesis presented in the
previous section, we need a test statistic and the Wald test provides one. The Wald test,
sometimes called the standard test, is a parametric statistical test which is named after the
Hungarian statistician Abraham Wald. (Parametric statistics is a branch of statistics that assumes
that the data is from a type of probability distribution having parameters and makes inferences
about the parameters of the distribution.)
Every normal random variable X can be transformed into a standard normal random variable z
via the following equation:
f=
!

6 − 3g
h
3!

!

where µ is the mean of X, and σ is the standard deviation of X. Since from (1) a binomial count X
= Sn is approximately normal for large n, z above is approximately standard normally distributed
for large n.
i

The natural estimator for the population proportion, p, is equal to and is denoted as ". Since "
;
only differs from X by a constant, " also has approximately a normal distribution and its
standardization is also approximately standard normally distributed for large n. The mean and the
variance of " are easily calculated as follows:

µ=j
σ =m
2

i
;
i
;

=
=

9

j[6] 3 = 3

;
9 T
;

m6 =

;-

3 = 3"3

;
;-/
;W

=

-/
;

3

These values are used to standardize " to obtain a large-sample normal test of a binomial
proportion. The acceptance region of this test
-@no(-)

≤ fp , where qU " =
W

-/
;

leads to a confidence interval having level of confidence 1-a.
The endpoints of the Wald confidence interval (also referred to as the standard interval as it is
the most widely known confidence interval for a binomial proportion) can be calculated by
solving the following equation for p:

3] −fr <
T

"−"
"&
!

< 3 fr
T

=1−a

Note, in the Wald method, qU(") is used in the denominator to standardize ".3The inequality
solved for p gives " 3 ± 3 fp
W

-/
;

:
" 3 − 3 fr
T

"&
"&
, " 3 + 3 fr
!
!
T

The de Moivre-Laplace central limit theorem implies that the Wald method will be valid if n is
large enough. Thus the use of the Wald method is recommended only when certain sample size
(and often other) conditions are met. The exploration of these conditions is the focus of this
thesis.

!
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1.3.3! The Adjusted Wald Interval
!

!
The adjusted Wald interval, introduced by Agresti and Coull in 1998, is a slight
modification of the Wald interval obtained by adding two successes and two failures to the data.
?sT
In this case " = 3
is called the Wilson point estimator of p since Wilson first introduced the
isuW /T

;st

formula
, where v is “our readiness to gamble on the typicalness of our realized
;suW
experience.” (Wilson,1927, p. 211) In other words, v should be the appropriate z-score for the
level of confidence that the researcher desires, namely z /2. Since for 95% confidence, the most
isT
common confidence level, v = 1.96 ≈ 2, the formula is simplified as
.
α

;st

1.3.4! The Wilson Score Interval
!

The Wilson Score method mirrors the Wald method up to the following step.
] −fr <

"−"

T

"&
!

< 3 fr
T

=1−a

3
Unlike the Wald method, the Wilson-score method does not replace p and q in the standard error
with their estimators. Taking the left side of the above equation and solving for p after replacing
the inequalities with the equal sign, we arrive at the following complicated expression for the
interval endpoints:
frT
" +3
" =3

T

2!

frT

"&
+ T
! 4!T

± 3 fr
T

frT
1+

T

!

One of the disadvantages of the Wilson Score method is that it is too complex for introductory
statistic textbooks.
.

!
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Figures 1, 2, and 3 compare the Wald, the adjusted Wald, and the Wilson score methods. The figures show that the adjusted Wald has better coverage
than Wald and the Wilson Score procedure. The Wald method does not yield adequate coverage near the boundaries even when n is as large as 100.
The adjusted Wald comes closest to achieving coverage equal to the nominal level, even near the boundaries.

Fig. 1. (a)-(c) Coverage probability plots for the (a) Wald, (b) adjusted Wald, and (c) Wilson score procedures for n=20, 1- α = 95%.

Fig.2. (a)-(c) Coverage probability plots for the (a) Wald, (b) adjusted Wald, and (c) Wilson score procedures for n=50, 1- α = 95%.
!
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Fig.3. (a)-(c) Coverage probability plots for the (a) Wald, (b) adjusted Wald, and (c) Wilson score procedures for n=100, 1- α = 95%.

!
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2. TEXTBOOK CONDITIONS FOR THE WALD METHOD
The larger the sample size, n, the better the normal approximation. Thus, the closer the actual
coverage will be to the nominal level 1 − #. In fact it is known that for any fixed %∊'(0,1), () %
goes to 1 − # as * → ∞''(see'12).
While Clopper-Pearson, Adjusted Wald (AW), and Wilson Score (WS) generally have
acceptable coverage, unfortunately, the Wald method is deficient for coverage because it often
falls below the nominal level. The actual coverage probability of the Wald method is particularly
poor for p near 0 or 1.
2.1 Textbook Conditions for Utilizing the Wald Interval
Virtually every introductory statistics book presents the Wald method for calculating confidence
intervals for a binomial parameter. Not only do each of these books include restrictive conditions
attached to this method, but the conditions given differ from book to book. The conditions given
in eleven commonly used introductory statistics books are presented below:
Table 3. Conditions Presented in Elementary Textbooks
Condition(s)
a
b
c
d
e
f
g

*% ≥ 10'' and *4 ≥ 10
*% ≥ 5'' and *4 ≥ 5
* > 9 max %, 4 / min %, 4
*%4 ≥ '10
n% ≥ 10 and n4 ≥ 10
n% ≥ 5 and n4 ≥ 5
Sufficiently large sample

1
!

2 3 4
! ! !

Textbook
5 6 7 8
!

!
!
!
!

!

Textbook
[1]
[2]
[3]
[4]
[5]
[6]
[7]
[8]
[9]
[10]
[11]

10

11
!

!

!

!
!

!
!

!
!
!

Table 4. Key to Textbooks
!

9

Author(s)
Bock, Velleman, De Veaux
De Veaux, Velleman
Moore, McCabe
Peck, Olsen, Devore
Rossman, Chance
Sullivan
Triola
Utts, Heckard
Wackerly, Mendenhall, Scheaffer
Watkins, Scheaffer, Cobb
Yates, Moore, Starnes
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2.2 An Explanation for the Conditions
The actual coverage probability of the standard interval may deviate drastically from the nominal
confidence level, hence, conditions have been given in textbooks for its use. However, the
authors generally don’t explain why those conditions would make the Wald confidence
procedure acceptable for use. What makes a confidence procedure valid? The primary
requirement is that the procedure achieves satisfactory coverage - above or at least close to the
chosen confidence level.
Condition (a): *% ≥ 10'''?*@'*4 ≥ 10
The only books examined that clarify how this condition is chosen are books [1], [2], and [10].
Here is the argument they give:
The Wald method is based on a normal approximation to the binomial. Since a binomial random
variable Y must have between 0 and n successes, in order to use a normal distribution to
approximate a binomial distribution well, we must keep the binomial mean three standard
deviations away from the end points, 0 and n. This is because since the area under a normal bell
curve within three standard deviations from the mean is approximately 99.7%, thus the condition
implies that almost all of the probability mass of the binomial distribution is covered.
Analyzing the 0'end:
Required:
A − 3C > 0
''''''''''''''''''''''''''''''''''''''''''''''''''A > 3C
Binomial →'''''''''''*% > 3 *%4''''''''''''''''''''''''
'*D %D' > 9*%4
'''''''''''''''''''''''''''''''''''''''''''''''*% > 94''''
'''''''''''''''''''''''''''''''''''''''''''''''*% > 9''''
(since 4 ≤ 1'''94 ≤ 9'' so *% > 9 implies *% > 94)
Analyzing the n end:
Required: A + 3C < '*
A < '* − 3C'
Binomial →''''''*% < * − '3 *%4'''''''''''''''
*% − * < ' −'3 *%4'''''''''
* % − 1 < ' −'3 *%4'''''''''
−* 1 − % < −'3 *%4'''''''''
−*4 < −'3 *%4'''''''''
*4 > '3 *%4'''''''''
D D'
'* 4 > 9*%4
''''''''''''''''''''''''''''''''''''''''''''''''''''*4 > 9%''''
''''''''''''''''''''''''''''''''''''''''''''''''''''*4 > 9''''
(since % ≤ 1'''9% ≤ 9'so *4 > 9'implies *4 > 9%)
Thus the condition is actually *% > 9'and *4 > 9, but most books use 10 for simplicity.

!
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Note that the optimal case for this condition is when p=q=0.5, so at least * ≥ 20 is required.
Condition (b): *% ≥ 5'' and *4 ≥ 5
The textbooks that suggest these conditions do not give an explanation for this weaker condition,
which could hold for n as small as 10.
Condition (c):'* > 9

HIJ K,L
HMN K,L

Much as with condition (a), the motivation for this condition comes from the requirement that
the binomial parameter p lies within three standard deviations from the endpoints of the
parameter space. This fact translates to %' ± 3' %4/* lying in the interval (0,1).
Required:

'''0 < '% − 3'
''''3'
'''''

%4
'
*

'''''% + 3'

%4
< %'
*
%4 %
< '
*
3

%4
%D
<' '
*
9
*
9
'''''''' > D ''
%4 %

'''9

%4
< 1 − %'
*

'''''''

%4 4
< '
*
3

'''''''''''

94
'
%

max %, 4
min %, 4

''''3'

%4 4D
< '
*
9
*
9
'''''''''''' > D '
%4 4

'''''''

'''''''* > '

%4
< 1'
*

''''''''''''''* >
≥

94
'
%

'9

9%
'
4

max %, 4
min %, 4

≥

9%
'
4

Hence, both of these requirements are satisfied by the inequality * > 9

HIJ K,L
HMN K,L

.

Condition (d): *%4 ≥ '10
Although the book requiring this condition [6] does not give an explanation for it, it is clear that
*% ≥ *%4 ≥ 10 since 0 ≤ 4 ≤ 1. Therefore, this condition is stronger than condition (a). An
exploration of the minimum sample size needed for this condition is below:
*%4 ≥ '10
10
%4 ≥
*
!
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max %4 = 0.25'when p=q=0.5
10
0.25 ≥ %4 ≥
*
10
*≥
0.25
* ≥ 40
Conditions (e): n% ≥ 10 and n4 ≥ 10 and (f): n% ≥ 5 and n4 ≥ 5
Note that n% = R. For n=20, the 95% Wald confidence interval for X=1 is (-0.045,0.146) which
is unacceptable since it includes negative values. The same issue occurs for X=2 and X=3. Even
for n=100, the Wald confidence intervals include negative values for X=1, 2, and 3. For X=0 for
any n, an interval doesn’t even exist because the Wald formula gives 0 for both endpoints.
Although condition (f) could have been n% ≥ 4 and n4 ≥ 4 in order to have both endpoints
positive, it is likely that the textbooks rounded up to 5 for simplicity.
Condition (g): Sufficiently large samples
Since the normal approximation to the binomial improves as n increases, a sufficiently large
sample will make the coverage of the Wald procedure close to the promised confidence level.
However, this condition is effectively useless since it does not state how large is “sufficiently
large”.

!
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3. ANALYSIS OF COVERAGE PERFORMANCE UNDER RECOMMENDED
CONDITIONS INVOLVING n and p
In this chapter, we will investigate the coverage performance under the recommended conditions
given by the elementary statistics textbooks. All of our investigations will be for a 95%
confidence level, however, results are similar for other confidence levels.
We begin by presenting and discussing those conditions which involve n and p, which are the
first four conditions in Table 3. Note, however, that these conditions are in fact not verifiable
since p is unknown—the very reason for computing a confidence interval—and thus in practice
are questionable. Despite the fact that these conditions have a dubious basis, we will analyze the
coverage performance for several cases and investigate how well the Wald procedure performs
when these conditions are met. We start by investigating conditions (a)-(d) for sample sizes of
20, 50, and 100.
3.1 Conditions (a) and (b) (ST ≥ UV(5) and SW ≥ UV(X))
!

In the following plots, condition (a) holds in the range between the solid lines, and condition (b)
(*% ≥ 5 and *4 ≥ 5) holds in the range between the dotted lines. Figure 4 show the case for
n=20. In order to satisfy condition (a) we must have % ≥ 0.5 and 4 ≥ 0.5. The only case where
this condition holds is when p=q=0.5. In this case the solid lines bounding the interval where
condition (a) holds coincide. We therefore need a larger n to think that this condition has any
realistic chance of holding. In order to satisfy condition (b) we must have 0.25 ≤ % ≤ 0.75. The
coverage is below the nominal level almost everywhere, but still stays somewhat close to the
chosen confidence level of 95%.

Fig. 4. Coverage probability plot for the Wald procedure for n=20, 1- α = 95%. The interval between the dotted lines
is where condition (b) holds. Condition (a) only holds at p=0.5, shown by the solid line.

!
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The substantial deficit in coverage comes from the discreteness and skewness (except when
p=.5) of the binomial distribution, both of which are especially significant factors when n is
small.
Next, we consider larger sample sizes. For n=50, a binomial experiment satisfying condition (a),
we must have 0.2 ≤ % ≤ 0.8, or in order to satisfy condition (b) we must have 0.1 ≤ % ≤ 0.9.

Fig. 5. Coverage probability plot for the Wald procedure for n=50, 1- α = 95%. The interval between the solid lines
is where condition (a) holds, and the interval between the dotted lines is where condition (b) holds.

Since the sample size is larger, although most of the CPF is below the nominal level, where
condition (a) is met (within the solid lines), the CPF is closer to the confidence level than for a
sample size of 20. When condition (b) holds but not condition (a) (between the solid and dotted
lines on each side of the plot), the coverage falls much farther below the nominal level than
where condition (a) holds. Specifically, the minimum coverage in the intervals where condition
(a) applies is 91.2%, and for condition (b), it is 87.9%. This represents a significant decrease in
minimum coverage under condition (b) compared to condition (a).
Next, we will consider a sample size of 100 and continue to analyze the two conditions. For
n=100, a plot satisfying condition (a) must have 0.1 ≤ % ≤ 0.9 and a plot satisfying condition
(b) must have 0.05 ≤ % ≤ 0.95.

!
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Fig. 6. Coverage probability plot for the Wald procedure for n=100, 1- α = 95%. The interval between the solid lines
is where condition (a) holds, and the interval between the dotted lines is where condition (b) holds.

Figure 6 shows that even for a sample size as large as 100, the CPF falls below the nominal level
for the most part even when the stricter condition (a) is met, although by a much smaller amount
than for n = 20 and 50. Since condition (b) is weaker than condition (a), not only does the CPF
fall below the nominal level for more values of p where the condition is met, but the deficit is
worse for those additional values. As the sample size increases, the intervals of values of p where
the two conditions hold become more similar.

3.2 Condition (c) (S > [

\]^ T,W
\_` T,W

)

!

Next we investigate condition (c) for the same sample sizes as above (n=20, 50, 100). Figures 7,
8, and 9 below show the intervals where condition (c) holds.

!
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For n=20, we must have

a
Da

<%<

Db
Da

, or 0.310 ≤ % ≤ 0.690:

Fig. 7. Coverage probability plot for the Wald procedure for n=20, 1- α = 95%. The interval between the dotted lines
is where condition (c) holds.!

For n=50, the Wald interval satisfies condition (c) for

a
da

<%<

db
da

, or 0.153 ≤ % ≤ 0.847:

Fig. 8. Coverage probability plot for the Wald procedure for n=50, 1- α = 95%. The interval between the dotted lines
is where condition (c) holds.

!
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a

ebb

Finally, for n=100, a plot satisfying condition (c) must have
<%<
, or 0.083 ≤ % ≤
eba
eba
0.917:

Fig. 9. Coverage probability plot for the Wald procedure for n=100, 1- α = 95%. The interval between the dotted
lines is where condition (c) holds.
!

As sample size increases, the range of the values of p where condition (c) holds also increases,
not surprisingly. For all three sample sizes, this range is in between those found for conditions
(a) and (b) in Section 3.1.
3.3 Condition (d) STW ≥ 'UV
Per the explanation in section 2.2, the smallest sample size satisfying this condition is 40, hence,
this condition will not hold for n=20. For n=50, in order to satisfy condition (d) (*%4 ≥ 10) we
e

d

D

eb

must have −

e

d

D

eb

≤%≤ +

, or 0.28 ≤ % ≤ 0.72:

Fig. 10. Coverage probability plot for the Wald procedure for n=50, 1- α = 95%. The interval between the dotted
lines is where condition (d) holds.

!
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e

b.f

D

D

For n=100, to satisfy condition (d) we must have −

e

b.f

D

D

≤%≤ +

, or 0.11 ≤ % ≤ 0.89:

Fig. 11. Coverage probability plot for the Wald procedure for n=100, 1- α = 95%. The interval between the dotted
lines is where condition (d) holds.

Figures 10 and 11 show that, similar to the previous conditions, as sample size increases, the
range of the values of p where condition (d) holds also increases. Since condition (d) is the
strictest, it results in a narrower range of values of p where the condition holds than do the other
conditions.
Table 5 and Figure 12 below confirm that the range of the values of p where condition (d) holds
is shorter than for all the other conditions. However, the intervals where condition (d) holds are
similar to those for condition (a). For each sample size observed, condition (b) generates the
largest interval of p. This result is due to it being the weakest condition.

Table 5. Intervals of p when Condition Holds
Condition\n
a
b
c
d

!

20
(0.5,0.5)
(0.25,0.75)
(0.31,0.69)
N/A

50
(0.2,0.8)
(0.1,0.9)
(0.15,0.85)
(0.28,0.72)

17!

100
(0.1,0.9)
(0.05,0.95)
(0.08,0.92)
(0.11,0.89)

!

Fig. 12. Intervals of p

when each condition holds.

3.4 A Comparative Analysis of Coverage Performance Under Conditions (a)-(d)
In this section, a detailed summary of the coverage performance of the Wald method under the
above conditions is given. Details of the computational tools used to produce the following
results are provided in the Appendix.
Tables 6 and 7 give the minimum and mean coverage values for the Wald method under
conditions (a)-(d). The best condition for each sample size is bolded and the worst condition is
shaded. As one might expect, the Wald method performs better under each condition as the
sample size increases.
Table 6. Minimum Coverage when Condition Holds
Condition\ n
a
b
c
d

!

20
N/A
88.36%
88.58%
N/A (n<40)

18!

50
91.21%
87.88%
88.78%
92.02%

100
90.92%
87.44%
90.03%
90.92%

!

Table 7. Mean Coverage when Condition Holds
Condition\ n
a
b
c
d

20
N/A
92.34%
92.37%
N/A (n<40)

50
93.86%
93.45%
93.69%
94.00%

100
94.24%
93.99%
94.17%
94.27%

For a sample size of 20, no values are shown for conditions (a) and (d) since condition (a) holds
for just one value of p and condition (d) only holds for * ≥ 40. For all three sample sizes
condition (b) has the lowest minimum and mean coverage, which makes sense since it is the
weakest condition of the four (see Table 5). The highest minimum and mean coverages are for
conditions (a) and (d) with those of condition (d) generally being slightly higher. Recall that (d)
is the strictest condition.
It is generally assumed that increasing the sample size sufficiently resolves the coverage problem
of the Wald method. However, Tables 6 and 7 show that increasing n to as much as 100 in fact
does not improve minimum or mean coverage substantially. Even for a sample size as large as
1000, the minimum coverage falls noticeably below the nominal level of 95%. For example,
when choosing condition (b), the probability that the Wald confidence interval does not cover the
true value of p can be as large as about 13% for all sample sizes investigated, which is well over
twice the nominal 5% error rate.
A measure of the overall utility of the Wald method under a given condition based on n and p is
the area A under the CPF and within the range of values of p where the condition holds. In the
best case scenario, this area would be that of a rectangle whose width is that of the entire
parameter space and whose height is the confidence level, which in the case of 95% confidence
would simply be 0.95. Figure 13 shows that for condition (c) and n = 20, the value of A is only
about one third of this value.

Fig. 13. Coverage probability plot for the Wald procedure for n=20, 1- α = 95%. The interval between the dotted
lines is where condition (c) holds.
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Table 8 shows the areas A for the cases we have explored in this chapter, with an additional
column added for n =1000. For any sample size, condition (b) provides the greatest area under
the curve where the conditions are satisfied. The reason for this is that condition (b) is the
weakest condition we have observed, hence, it allows for a wider range which leads to the
maximum area under the curve. For each sample size, the conditions that gave the best results for
minimum and mean coverage are the same conditions that performed the worst for calculating
the area under CP(p) over the range where the condition holds. This makes sense, because the
stricter the condition, the smaller the area under the CPF is.
Table 8. Area Under CP(p) Over the Range where the Condition Holds
Condition\ n
a
b
c
d

20
DNE
0.462
0.350
DNE for n<40

50
0.563
0.748
0.651
0.420

100
0.754
0.846
0.786
0.730

1000
0.929
0.939
0.931
0.929

As expected, the area under the CPF when each condition holds increases as the sample size
increases.
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4. ANALYSIS OF COVERAGE PERFORMANCE UNDER RECOMMENDED
CONDITIONS INVOLVING n and T
We now analyze the coverage performance for the data-based conditions involving n and %
(conditions (e) and (f)) and investigate how well the Wald procedure performs when these
conditions are met. The dilemma here is that one doesn’t know whether the conditions are
satisfied until after obtaining the data. This raises an important issue of whether coverage
probabilities should be regarded conditionally. We will provide both unconditional and
conditional analyses; these are given in Sections 4.1 and 4.2, respectively.
There are three possibilities to consider for each condition:
Case 1: The condition holds and the confidence interval covers p
Case 2: The condition holds, but the confidence interval does not cover p
Case 3: The condition does not hold
The first case is obviously the most desirable outcome. We expect that Case 2 happens fairly
rarely since the goal of the conditions is to ensure that the coverage is close to the chosen
confidence level. If Case 3 holds, we cannot proceed using the Wald method. Clearly, Case 3
will occur if the sample size is too small depending on the value of p. We explore below for each
condition the relationship between coverage and the combination of the sample size and the true
value of p. We use illustrations to visualize the probabilities for Cases (1) -(3) as functions of p
for various sample sizes.
4.1 Unconditional Performance Under Conditions Involving T
In this section, we explore unconditional coverage performance under conditions (e) and (f).
Recall that *% = R, and similarly * 1 − % = * − R, therefore we can reexpress conditions (e)
and (f) (n% ≥ 10(5) and n4 ≥ 10(5)) more simply as R ≥ 10(5) and * − R' ≥
10 5 , respectively.
We analyze these conditions for the same sample sizes as those used in Section 3 (n = 20, 50 and
100) and also for n = 1000 since beyond n=100 there is still room for significant improvement,
which was not the case in Chapter 3. In each of the figures below, we show three functions of p
that represent the probabilities of Cases (1) -(3) above.
Interestingly, for n sufficiently large, while using condition (e) or condition (f), for each x giving
a confidence interval containing p, that condition holds. The smallest sample sizes where this
occurs for conditions (e) and (f) are n = 28 and n =15, respectively. The following figures, except
for the first (since n < 28), include a blue line segment representing these sets of values. As n
increases, the range of values of p where P(Holds & Covers) = P(Covers) widens, eventually
approaching the entire parameter space.
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4.1.1 Unconditional Performance Under Condition (e)
!

We begin with a sample size of 20, assuming condition (e):

Fig. 14. Coverage probability plot for the Wald procedure for n=20, 1- α = 95% under condition (e).

Figure 14 shows that the probability that condition (e) does not hold is much higher than the
probability that it does, a result which is not surprising when we note that for n=20, condition (e)
will only hold when X is exactly 10. This indicates that the Wald method can usually not even be
applied with a sample size of 20 using this condition. Fortunately, this is not the case for the
larger sample sizes we consider.
Here is the plot for a sample size of 50:

Fig. 15. Coverage probability plot for the Wald procedure for n=50, 1- α = 95% under condition (e).
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We see that for values of p approximately between 0.3 and 0.7, the chance that the statistician
will be able to use the Wald method, assuming (s)he uses condition (e), is quite high, and the
chance that the confidence interval covers the true value of p is very close to the nominal level of
95%. Things work well in this range.
Conversely, for values of p approximately less than 0.1 or greater than 0.9, the condition almost
certainly fails to hold. This leaves the statistician at a dead end with the Wald method. For values
in between 0.1 and 0.3 and between 0.7 and 0.9, what will happen is uncertain. However, there is
a good chance that condition (e) will not hold in these ranges either. Condition (e) does perform
well overall in one sense, in that the probability that condition (e) holds but the confidence
interval does not cover p stays fairly low for all values of p.
Finally, here are the results for sample sizes of 100 and 1000:

Fig. 16. Coverage probability plot for the Wald procedure for n=100, 1- α = 95% under condition (e).
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Fig. 17. Coverage probability plot for the Wald procedure for n=1000, 1- α = 95% under condition (e).

For n=100 (Figure 16), the situation is good—condition (e) holds and the confidence interval
covers p in a wider range than before. However, for p roughly less than 0.15 or greater than 0.85,
things are still problematic.
Not surprisingly, as the sample size increases, the performance of the Wald method when using
condition (e) continues to improve. When n=1000, Figure 17 shows almost ideal behavior:
Condition (e) will almost always hold and the confidence interval will cover p with probability
very close to 95% for almost all p.
Note that for all sample sizes considered, the probability of Case (2), that condition (e) holds but
the Wald interval does not cover p, is never more than about 0.075.
A clear drawback of the Wald method is that for any sample size, for values of p sufficiently
close to the boundaries the probability of Case (3), that condition (e) does not hold, is
approximately 1. The reason for this phenomenon is that the de Moivre-Laplace central limit
theorem does not produce a good approximation to the binomial distribution if the sample size is
too small (textbooks typically say for * < 30) or if the p is close to the boundaries 0 and 1. In
fact when the sample proportion is exactly 0 or 1, the normal approximation fails completely!
This is because if % = 0, then the variance is also zero, hence, the binomial distribution cannot
be approximated by a normal distribution.
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4.1.2 Unconditional Performance Under Condition (f)
The following plots show the results for condition (f). As before we begin with n = 20:

Fig. 18. Coverage probability plot for the Wald procedure for n=20, 1- α = 95% under condition (f).

Let’s compare Figure 18 to Figure 14, the corresponding figure for the stronger condition (e).
We see that there is now a sizable range of values of p for which the chance that the condition
does not hold is low, whereas condition (e) was too strong for such a small sample size. A
statistician faced with a sample size as small as 20 should prefer the weaker condition (f) over
condition (e) in order to use the Wald procedure, at least if (s)he suspects that the true value of p
is not too far from 0.5. Furthermore, for such values of p, if condition (f) holds, then the chance
that the confidence interval will cover p is fairly close to the nominal level of 95%.
Figures 19-21 give results for condition (f) for sample sizes 50, 100, and 1000. Not surprisingly,
since condition (f) is weaker than condition (e), the range of values of p where the condition
holds is always wider for condition (f) than for (e). In addition, the chance that condition (f)
holds but the confidence interval fails to cover p remains low, never going above 0.09 for any of
these sample sizes.
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Fig. 19. Coverage probability plot for the Wald procedure for n=50, 1- α = 95% under condition (f).

!

Fig. 20. Coverage probability plot for the Wald procedure for n=100, 1- α = 95% under condition (f).
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Fig. 21. Coverage probability plot for the Wald procedure for n=1000, 1- α = 95% under condition (f).

Table 9 shows the range of the values of p where the probability that a specific condition holds
and the interval covers p is equal to the probability that the interval covers p.
Table 9: Range of values of p where P(Holds & Covers)=P(Covers)
Condition\n Minimum (e:28, f:15)
20
e
(0.49,0.51)
N/A
f
(0.49,0.51)
(0.38,0.62)

50
(0.29,0.71)
(0.16,0.84)

100
(0.15,0.85)
(0.08,0.92)

1000
(0.01,0.99)
(0.01,0.99)

The minimum sample size for which there are any values of p where P(Holds &
Covers)=P(Covers) is, for condition (e), almost twice what it is for condition (f). For each
condition, as the sample size increases, the range of values of p where P(Holds &
Covers)=P(Covers) widens. For large enough sample sizes, for both conditions (e) and (f), we
can almost guarantee that if the Wald intervals covers p, then that condition holds.
4.2 Conditional Coverage Under Conditions Involving T
If we only use the Wald interval once we have our data and find that it satisfies the condition we
have chosen to use, then it can be argued that coverage needs to be interpreted conditionally.
Recall that a conditional probability is the probability that an event will occur, given that some
other event occurs. The probability that event B occurs, given that event A occurs is
) n o ='

!

)(o' ∩ 'n)
)(o)
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In this section we will compute, for both conditions (e) and (f) and for the same sample sizes
used in Section 4.1, the probability that the confidence interval covers p given that the textbook
condition holds.
Consider for example the case for condition (f) with a sample size of 20 and a confidence level
of 95%, and suppose p=0.3. Table 10 shows that the Wald confidence intervals cover p=0.3 for
3 ≤ R ≤ 10. Gray shading is used where condition (f) holds, and bold is used where the
confidence interval covers p=0.3.
In Table 10, the limits with negative values have been changed to zero since negative values are
impossible for p; similarly, values greater than 1 have been changed to 1.
Table 10. Wald Confidence Intervals for n=20
X
0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Lower Limit
.000
.000
.000
.000
.025
.060
.099
.141
.185
.232
.281
.332
.385
.441
.499
.560
.625
.694
.769
.854
1.000

Upper Limit
.000
.146
.231
.306
.375
.440
.501
.559
.615
.668
.719
.768
.815
.859
.901
.940
.975
1.000
1.000
1.000
1.000

The conditional coverage probability for p=0.3 is:
)(5 ≤ R ≤ 15' ∩ '3 ≤ R ≤ 10) )(5 ≤ R ≤ 10)
=
=
)(5 ≤ R ≤ 15)
)(5 ≤ R ≤ 15)

eb
qsd
ed
qsd

Db
q
Db
q

0.3 q (0.7)Dbrq
0.3 q (0.7)Dbrq

which is substantially higher than the stated confidence level of 95%.
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4.2.1 Conditional Coverage Under Condition (e)
The following figures show for n=20, 50, 100, and 1000 the probability that each condition holds
and the conditional coverage probability for all p between 0 and 1.

Fig. 22. Conditional Coverage probability plot for the Wald procedure for n=20, 1- α = 95%.

For a sample size of 20, regardless of the value of p, Figure 22 illustrates that it is unlikely that
condition (e) holds. In fact, the probability that condition (e) holds is less than 0.2 for all values
of p. This is because in order for both *% ≥ 10'and'*4 ≥ 10 to hold, X must be exactly 10.
20 eb
Therefore the gray curve is simply ) R = 10 =
% (1 − %)eb , which interestingly, is
10
proportional to a Beta density with parameters 11 and 11.
Figure 22 also shows that the probability that the interval covers p given that condition (e) holds
is either 0 or 1 for every p. This is because if condition (e) holds, we know X=10, which gives
the confidence interval (0.281, 0.719). Therefore, for all values of p in that interval, the coverage
probability is 1 while for values outside that range, it is 0.
Figure 23 shows that the situation is much better for n=50 since there is a good chance that
condition (e) holds for values of p between about 0.25 and 0.75. In this range, the coverage
probability is very close to the nominal level of 95%.
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Fig. 23. Conditional Coverage probability plot for the Wald procedure for n=50, 1- α = 95%.

For values of p where the probability that the condition holds is low, if in fact it does hold then
the probability that the interval covers p is still high except when p is fairly close to 0 and 1. The
reason that the coverage is exactly 0 near the boundaries is that for * = 50, in order for condition
(e) to hold, we must have 10 ≤ R ≤ 40. The smallest p that is contained in any confidence
interval for these X values is the lower endpoint for R = 10, which is 0.089, and the largest p
that is contained in any confidence interval for these X values is the upper endpoint for X=40,
which is 0.911. Thus, for % < 0.089'and'% > 0.911 there is no chance of obtaining a confidence
interval that captures p.
The situation continues to improve as n increases further:

Fig. 24. Conditional Coverage probability plot for the Wald procedure for n=100, 1- α = 95%.
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Fig. 25. Conditional Coverage probability plot for the Wald procedure for n=1000, 1- α = 95%.

When n is as large as 1000, we can be almost certain that condition (e) will hold regardless of p
except very close to the boundaries; and if condition (e) does hold, then the coverage probability
is guaranteed to be almost exactly equal to the declared confidence level.
4.2.2 Conditional Coverage Under Condition (f)
!

The following four figures illustrate the corresponding results for n=20, 50, 100, and 1000 for
condition (f). Since this new condition is weaker than condition (e), the probability that it holds
is higher in each case for all values of p. (see the gray curves in Figures 26-29)
These figures also show that the conditional coverage is good (close to the nominal level) for a
much larger range of values of p than for condition (e). For instance, for n=20, the conditional
coverage is high for approximately 80% of the parameter space (i. e. 0.1' ≤ % ≤ 0.9) compared
to less than 50% of the parameter space for condition (e). For a sample size of 50 the conditional
coverage, using condition (f), is high for 0.03 ≤ % ≤ 0.97, almost the entire parameter space,
which was not the case for condition (e). Things only improve for condition (f) for larger sample
sizes.
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Fig. 26. Conditional Coverage probability plot for the Wald procedure for n=20, 1- α = 95%.

Fig. 27. Conditional Coverage probability plot for the Wald procedure for n=50, 1- α = 95%.
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Fig. 28. Conditional Coverage probability plot for the Wald procedure for n=100, 1- α = 95%.

Fig. 29. Conditional Coverage probability plot for the Wald procedure for n=1000, 1- α = 95%.

4.2.3 Why the Bump?
!

In nearly all of the previous figures for conditions (e) and (f), a noticeable ‘bump’ is visible near
the boundaries; that is, there are ranges of values of p where the conditional coverage probability
is significantly higher than the nominal level of 95%.
Consider Figure 27 for example which shows the results for condition (f) for n=50. There are
two bumps visible near the sides of the plot. Focusing on the bump on the left side of the plot,
!
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conditional coverage is above the nominal level between about 0.05 and 0.18. The following
figure shows a zoomed in version of this region, where the vertical lines have been eliminated
for clarity:

n = 50
1.00

5-8

5-11 5-12

5-9 5-10

5-13

5-14

5-15

5-7

Coverage Probability

0.95

6-16
6-15

5-6

0.90

0.85

5
0.80

0.02

0.04

0.06

0.08

0.10

0.12

0.14

0.16

0.18

0.20

p
^ ≥ 5 and n q
^≥5
Condition(f) : n p

P(Covers|Holds)

Fig. 30. Zoomed in Conditional Coverage probability plot for the Wald procedure for n=50, 1- α = 95%.

Recall that condition (f) is expressible as 5' ≤ 'R' ≤ '*' − 5. Analyzing the plot from left to right,
the first segment runs from values of p between 0.017 and 0.030, the first number being the
lower confidence limit for X=5 and the second number being the lower confidence limit for X=6.
This means that the first segment shows, for all values of p within the above range, the
conditional probability of obtaining X=5 given that condition (f) holds.
The second segment runs from values of p between 0.030 to 0.044 (the lower limit for X=7); the
conditional coverage in this range represents the conditional probability of obtaining X=5 or 6.
The same pattern continues up to the right most segment shown in the figure which represents
the conditional probability that X is between 5 and 15.
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Thus throughout this region, the Wald confidence interval covers p if X takes one of its smallest
values satisfying condition (f). Since p is small in this region, X will almost certainly be small,
thus conditional coverage will tend to be high there.
The conditional coverage drops suddenly once p > 0.1832. This is because that value is the upper
confidence limit for X=5; therefore, as soon as p exceeds this limit, the confidence interval for
X=5 will no longer include p. Since P(X=5) is still large for p = .1832, the drop in CP(p) there is
considerable.
4.2.4 Mean Conditional Coverage
!

In the previous chapter we provided a summary of the minimum and mean coverage of the Wald
method under the recommended conditions involving n and p. For the case of conditional
coverage, however, the minimum under either of the conditions (e) or (f) is zero for each sample
size investigated above. It is easy to see that this is true for any sample size: Any p less than the
lower limit of the confidence interval for X=5 for condition (e), or X=10 for condition (f), will
not be contained in any of the confidence intervals that are possible under that condition. The
same phenomenon applies for p above the upper limit of the confidence interval for R = * − 5
or for R = * − 10.
Table 11 shows the mean conditional coverage over the entire parameter space 0' ≤ '%' ≤ '1 for
both conditions and each sample size:
Table 11. Mean Conditional Coverage Given Condition
Condition\n
e
f

20
44.37%
83.07%

50
77.32%
91.76%

100
86.81%
93.46%

1000
94.15%
94.78%

The mean conditional coverage given condition (f), which is the weaker condition, is almost
twice the mean conditional coverage given condition (e) for the small sample size of 20. In fact,
Table 11 reveals that condition (f) is the better option since for all sample sizes shown, since the
coverage is substantially higher compared to condition (e). Even at a sample size of 100, the
mean coverage using condition (e) is well below the nominal 95% level, whereas for condition
(f) it is extremely close to 95%.
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4.2.5 A Simple Guideline for Performance Using Condition (f)
!

Since condition (f) turns out to be a better choice than condition (e), we will explore the
performance of the Wald procedure under this condition further. Given p, let v % =
min{'*: equations' 3 'and' 4 'below'hold}:

)(Condition' f 'Holds) ' ≥ 97.5%

(3)

) (É ∋ %' 'Condition' f 'Holds) ' ≥ 92.5%.'

(4)

We chose these criteria so that both the chance that condition (f) fails to hold and the possible
deficit in coverage are less than 2.5%. In other words, if (3) and (4) are met, the Wald procedure
is very likely to hold and if it does, the Wald 95% confidence interval will have nearly 95%
coverage.
Figure 31 shows for'20 ≤ * ≤ 1040'the values of p for which (3) and (4) are satisfied. To read
this figure, consider for any specific value of n a horizontal line segment whose endpoints are on
the curve * = v(%).'Equations (3) and (4) are satisfied for precisely those p within the line
segment for that sample size. For example, the horizontal line segment at n=100 that for p
between 0.1 and 0.9, requirements (3) and (4) hold.
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Fig. 31. Range of values of p where Wald performance is good for given n
eb

The green curve shows the function Ö % =

eb
b.dr|Krb.d|

=

''áv'% ≤ 0.5

K
eb

erK

.
áv'% > 0.5

Note that the curve of Ö(%) aligns almost perfectly with the gray curve. To understand the reason
for this, recall that for a small p and a large n, a standard result from probability is that
R~'Poisson'(ä = *%).
Therefore, for any n and p where *% = ä, where ä is a fixed constant, we have:
% − 1.96'

%4
%4
< % < ' % + 1.96'
','
*
*

where''4 = 1 − %'.
Multiplying through by n gives:
*% − 1.96' *%4 < *% < '*% + 1.96' *%4''.
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Since'R = *'% and ä = *%, we obtain:
R − 1.96' R 1 −

R
R
< ä < 'R + 1.96 R 1 − ''.
*
*
q

Since the confidence interval includes p if % = ' is close to p, and since we are assuming p is
small, then

q
ã

ã

q

is small; as a result, 1 − ' can be approximated by 1. This yields
ã

R − 1.96' R < ä < 'R + 1.96 R''.
We first solve the left-hand side of the inequality:
'''''R − 1.96' R < ä
⟹ '''''''R − 1.96' R − ä < 0,
which yields:
R<

1250 + 49'

2500ä + 2401 + 2401
'''.
1250

This establishes an upper bound for X. Next, solving for X using the right side of the inequality
gives a lower bound for X:
'''''ä < 'R + 1.96 R
⟹ ''''''0 < 'R + 1.96 R − ä.
For ä > 0,'we obtain:
R > 'ä −

49( 2500ä + 2401 − 49
''.
1250

The green curve g(p) in Figure 31 represents the case ä = 10. The above lower and upper limits
for X using the Poisson approximation for this case are 5.43 and 18.4, respectively. This range of
values for X does not depend independently on p or n, but rather, on their product. Thus for any n
and p for which np=10, the set of values of X that result in a confidence interval including p
should be approximately those between 5.43 and 18.4.
Table 12 shows, for various sets of values of n and p with np =10, the actual values of X that give
a confidence interval including p along with the values obtained from the Poisson approximation
using λ = 10.
!
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Table 12. Range of X Values for which CI ∋ p when np = 10
n
p
20
0.50
50
0.20
100
0.10
1000
0.01
10000
0.001
Poisson Approximation

X: CI ∋ p
6 ≤ R ≤ 14
6 ≤ R ≤ 16
6 ≤ R ≤ 17
6 ≤ R ≤ 18
6 ≤ R ≤ 18
5.43 < X < 18.4

We thus have a very simple rule of thumb for when the Wald method using condition (f) works
well in the sense of satisfying equations (3) and (4) above, namely, for any p such that
1−

eb
ã

eb
ã

≤%≤

. Note that this rule of thumb is exactly condition (a). Thus we have the rather curious

result that condition (f), which we recommend as the best condition for practical use, will
perform well when the unverifiable condition (a) in fact holds. A similar result could easily be
obtained for condition (e).

!
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5. CONCLUSION
All of the conditions for the Wald method have serious drawbacks for their use. Since the true
value of p is unknown, conditions involving p cannot be verified. As for conditions involving %,
the statistician cannot guarantee that the sample size is sufficient for any of these conditions to
hold.
Of course as sample size increases, everything works better. One of the reasons for this is that all
of the conditions depend on n, hence, if n is large enough, any of the conditions will almost
certainly hold and the statistician will be free to utilize the Wald method. But all the conditions
fail near the boundaries – when p is too close to 0 or 1. Note that there exist alternative methods,
as shown in Figures (1)-(3), in which the boundaries are not an issue.
Conditions (a)-(d), which depend on n and p, are not reliable since although the intervals of p
when each condition holds increases as sample size increases, Table 5 and Figure 12 show that
even for fairly large n, there are still substantial ranges near the boundaries where performance is
poor.
Table 6 showed that the coverage can drop as low as about 88% under conditions (b) and (c).
The minimum coverage is much more acceptable under condition (a)—the most commonly
recommended condition in the textbooks examined—and under condition (d). Conditions (a) and
(d) still give a coverage probability closer to 90% rather than the nominal 95% even for n as
large as 100.
The mean coverage is similar for all of the conditions (a)-(d). In fact, for a sample size of 100,
the mean coverage is approximately 94% or higher. Even for n=20, the mean coverage is not that
far below the nominal 95% level for the conditions applicable to that sample size.
The overall potential of the Wald method with a given condition can be measured by the area
under the coverage probability function over the range of values of p where the condition holds.
For any sample size, condition (b) works the best by this measure—provides the greatest area
under the curve—because it is the weakest condition and therefore allows for a larger range of
values of p to satisfy the condition. However, the overall usefulness and effectiveness of
conditions (a)-(d) is poor unless n is quite large, as shown on Table 8.
Analysis of conditions based on n and % found that the stricter condition (e) was essentially
useless for n ≤ 20, while quite acceptable for n=50 as long as p is between about 0.3 and 0.7. For
both conditions (e) and (f), there is a range for p that depends heavily on n in which it is likely
that the condition holds and the confidence interval covers p. Outside of that range, however,
things deteriorate rapidly as it becomes likely that the value of X obtained in the binomial
experiment will not satisfy the condition for use of the Wald interval. Since condition (f) is much
weaker than condition (e) it is much more likely to be satisfied. However, we have demonstrated
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in this thesis that even under this weaker condition coverage remains high—close to the nominal
level.
For conditions based on n and %, coverage is even better when considered conditionally. One
might assume that a weaker condition will result in worse converge than with a stronger
condition. However, coverage is quite high for condition (f) as well as for condition (e).
Whenever either condition is likely to hold, conditional coverage is sometimes even above 95%.
Knowing that condition (f) is much weaker than condition (e), we can conclude that it is the
better choice than condition (e). Even though things break down near the boundaries as with any
of the conditions considered, condition (f) (n% ≥ 5 and n4 ≥ 5)) performs quite well when
averaging over the entire parameter space for sample sizes of 50 or more. Surprisingly, the mean
conditional coverage given condition (f) is twice as much as that of condition (e) for a sample
size as small as 20.
A simple rule of thumb was found for condition (f) giving the range of values of p, given n,
where the Wald performance is nearly ideal—a high probability that the condition holds and
coverage close to 95%.
As stated earlier, a statistician will always have issues using any of the suggested textbook
conditions since (s)he does not know the true value of p and cannot guarantee that the sample
size is sufficient for a condition to hold, and even with a large n, the coverage is inadequate when
p is close to 0 or 1. We argue strongly that conditions (e) and (f) are preferable to conditions (a)(d) because for a given binomial problem, at least it can be verified whether they hold, once the
data is in hand. All things considered, if a statistician must pick a condition to use in all cases, we
recommend condition (f) since it allows for a larger range of values of p than do other conditions
and coverage is close to the nominal level when that condition is met.
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Appendix
Using the “rollmean” function in the “zoo” package in R programming, the area under the CPF
curve, the mean coverage, and the minimum coverage where each condition meets is calculated
easily by generating a large number of trapezium figures, each time bounded by %_{á}, %_{á + 1},
é_{á}, é_ á + 1 where p is the sequence from 0 to 1 and the change of each %_{á}, and %_ á + 1
is 1/n. Here, n is the number of grid points, not the binomial sample size.
The trapezium rule is a method of approximating the area under a curve. Since the area under a
curve is given by integration, the trapezium rule gives a method of estimating integrals. The
following is the main part of the code used to achieve the results in the following couple of
tables.
>n <- length(p)
>ind1 <- which(p >= p1-1/n & p <= p1+1/n)
>ind2 <- which(p >= p2-1/n & p <= p2+1/n)
>cov.values <- cov[ind1[1]:ind2[1]]
>prob.vals <- p[ind1[1]:ind2[1]]
>id <- order(prob.vals)
>AUC <- sum(diff(prob.vals[id])*rollmean(cov.values[id],2))
>averageCOV <- mean(cov.values)
>minCOV <- min(cov.values)
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