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Abstract

Comparative Effectiveness of Language Modeling Algorithms on Acoustic Level Error Samples
By
Steven Wirsz
Master of Science in Computer Science

Various language models are used by speech recognition programs to improve the accuracy of converting
sound to text. Because acoustical interpretation has significant flaws that are unlikely to be resolved anytime soon,
the language model as a secondary step of analysis remains very influential in determining the overall accuracy of
the speech recognition process. The earliest speech recognition programs used tri-gram language models, later
refined to n-grams and hidden Markov models, to improve accuracy. The latest advances in speech recognition
have been made by deemphasizing the n-gram model to utilize deep learning and deep neural network models.
The goal of this research is to show whether placing more weight on language modeling, as demonstrated
with simple tri-gram language modeling applied after the neural network model, can significantly improve the
accuracy of voice dictation. To examine this, experiments were performed to classify voice dictation errors into
several categorical types, and then apply language modeling trained with different language sources, from very
general to very specific. Error sentences were created using Dragon NaturallySpeaking 12.5 by logging the errors
which occurred during dictation of sample English language corpii of different types. These language files were
then analyzed by the older bi-gram and tri-gram language models to determine which ones produced the greatest
statistical difference between incorrect and correct sentences.
An analysis of the mistakes made by the output of Dragon NaturallySpeaking 12.5 shows that tri-gram
modeling favors correct sentences over the error sentences. Without access to the alternative choices rejected by
Dragon NaturallySpeaking, no conclusion can be drawn to the degree that tri-gram modeling might introduce new
error, but test results show that utilizing a simple tri-gram language model in addition to neural network and
language model analysis already being performed would significantly reduce the number of false positives.
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1. Introduction
The desire to leverage the computational power of computers to solve problems expressed in
language can be very valuable in expanding the ability of human beings. Computers can easily perform
certain tasks which human beings find difficult, so the problems individuals face in many fields of
computer science is translation or mapping of a problem from the human domain to the computer domain,
letting the computer solve the problem quickly, and then translating the results into something meaningful
back in the human domain.
The ease with which we use computer systems may be expressed by how well the computer
system is designed for human interaction as well as how well-trained the human is for computer interaction.
Many forms of interaction exist which either require effort on the computer side while making it easy for
humans, or easy for the computer to understand but difficult for humans to learn. Human training is
difficult, time-consuming, repetitive, and not transferable from one person to another, so it follows that
more effort should be placed upon training the computer system. At the far extreme, the simplest and
easiest form of human communication is through the form of verbal or natural language, usually a direct
abstraction of human thought. As computer systems become more capable, it logically follows that human
computer interaction will shift to a greater and greater degree towards natural or human languages.
The design of computing hardware and software for optimally effective natural language
processing has been challenging. Despite a long-standing goal to have computers understand simple human
speech it, implementation of accurate systems of voice dictation has only occurred within the last decade
due to the inherent difficulties that we will shortly describe in detail. Significant advances in a number of
fields, including CPU processing power, algorithmic discoveries in computer science, conceptual concepts
in linguistics and statistics, and the recent explosion of effective training systems for machine learning have
formed the foundation for a number of practical applications of natural language processing that are
recently emerging in commercial applications.
The fundamental definition of natural language processing is the understanding of human speech
as it is spoken, and conversely the ability to generate understandable human language from abstract
computer data. Natural language processing can be broken down into two different stages, both containing
1

unique challenges. The first stage is translation from audio information into written English text, and the
second stage is conceptually understanding the meaning of the text.
There are quite a few "almost ready" applications that use natural language processing techniques.
These include:
•

Automated human language translation (Chinese -> English)

•

Information extraction and textual summarization (converting a paragraph of human text into
a list of significant facts)

•

Fuzzy searching (Internet search results that return what the user means rather than simple
keyword matching)

•

Statistical summaries (creating statistical output of collections of human language)

•

Dialogue systems (direct computer-human interaction using language instead of conventional
computer interfaces)

•

Speech recognition for voice dictation

•

Handwriting recognition

•

Optical character recognition

All of these methods deal with significant types of ambiguity that don’t exist with “normal”
software applications, and can utilize language modeling to improve their accuracy. It is first important to
understand why a language model is needed, what it is precisely, and what hard measurements can be
generated by it.
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2. Ambiguity: The Fundamental Difficulty of Speech Recognition
To understand why language models are needed in the first place, it is necessary to explain the
speech recognition process and explain audio ambiguities in more detail.
Speech recognition works in the earlier steps by capturing audio with a microphone and then
analyzing it. While dictating, the program will either wait until the speaker pauses before evaluating what
is already been said, or interpret short segments of speech before spitting out a number of words. Each
segment is usually interpreted independently from earlier segments. The typical speech recognition process
according to Jelinek [1] to analyze a segment of words may be simplified into three steps:
Step 1: Audio Input
•

Capture speech audio from microphone

•

Slice into 10ms segments

•

Apply Fourier analysis

Step 2: Create an audio probability table
•

Analyze sequence of sounds and build a sequence of phones

•

Create a table of the top N most likely word phrases based on sound alone

Step 3: Apply a language model to narrow the possible choices
•

Take the table of textual word phrases and search for matches in a language model database

•

Determine the geometric/arithmetic mean probability of the entire phrase based on the
sequence of words

•

Multiply the language model probability by the acoustic model probability, this gives you a
new probability value for the N word phrases

•

Select the highest probability word phrase using the newly derived probability values as the
most likely answer.

3

Speech recognition programs train their acoustic models to specific microphones and specific
individuals by adapting to a person’s personal idiosyncrasies and speech patterns. Different individuals will
experience their own unique difficulties with ambiguities between two or more similar pronunciations. In
addition, the use of voice dictation provides feedback as the user sees what is interpreted correctly or not.
This trains the individual themselves at either a conscious or unconscious level to enunciate speech
differently to avoid the program’s mistakes. This type of self-training is obviously individual specific and
will constantly change an individual’s experience with the speech recognition program.
Research to improve the accuracy of voice dictation occurs at all levels, and advancements are
made on a fairly regular basis. However refinements to the acoustical model are more often focused on
training and understanding individual users, while refinements to the language model are more often at the
universal level. It is desirable, for the purpose of testing, to eliminate the acoustical steps #1 and #2 from
consideration when analyzing the effectiveness of language modeling algorithms that operate within step
#3. When used in speech recognition, acoustical probability needs to be combined with a weighted
evaluation of the likelihood of that linear sequence occurring in the English language. By combining and
weighing these probabilities together, a more accurate evaluation can be made.
The same approach is being used in machine translation. Rule-based translation systems, say from
Japanese to English, quickly become unwieldy as the number of rules and special cases multiply. However,
as Collins [2] points out, if you simply take a Japanese phrase and perform the direct word substitutions,
assume the resulting phrase is already English and then using a language model to probabilistically and
incrementally make any necessary grammatical corrections, the result is accurate translation without the
need to keep track of any explicitly defined grammatical rules.
When a program such as a speech recognition, optical character recognition, machine translation
or handwriting analysis makes an evaluation, it must decide how much to weigh or value the strength of its
primary input compared to the strength of the language model. In the case of speech synthesis, if the
program puts too much emphasis on auditory translation, it will err on the side of disregarding the
recommendation of the language model and select text that is less grammatically correct. If it puts too
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much emphasis on the language model, then the program will err more often on the side of picking only
common English phrases and being unable to translate strange or uncommon phrases.
Human speech sounds can be abstracted down to roughly 40 unique verbal sounds or 'phones.' [1]
Countless acoustical ambiguities make this task difficult and somewhat inaccurate. The program must
account for differences in pitch, rate, accent, pronunciation, variable inflection, microphone quality,
volume level, and the simple daily inconsistency of the human voice. After the computer compensates for
accent and pronunciation and normalizes pitch and speed, typically 10ms segments of sound are
individually Fourier transformed, and these phones are extracted and combined to produce a table of
possible English words. Each English word is typically 7 phones in length. For each segment of speech
being analyzed, the speech recognition program will build a table of likely words based on the probability
of the sequence of phones matching a sequence of English words. Unfortunately human languages are
ambiguous on auditory levels as well. One way to classify these ambiguities is to break them into three
categories: named entities, homonyms, and word segmentation faults.

2a. Named Entity Recognition
Named entities are examples of locations, company names, and people's names which must be
treated as distinctive from other words in the language in order to avoid inaccuracies. For speech
recognition, named entities may have different capitalization and punctuation requirements than other
words. When using machine learning to create a language model, the need for distinctive understanding of
similar words is even more important or training data can be skewed. Three significant problems are
described by Nadeau et al. [3] in the detection of named entities:
Entity-Noun ambiguity occurs when an entity's name is the same as a noun. For example "jobs"
and "Steve Jobs". Unfortunately, capitalization is not sufficient to distinguish differences alone, since the
noun "jobs" may be capitalized as the beginning of the sentence or in a capitalized section such as title or
section heading.
Entity boundary detection is the type of error that occurs when an entity name could be a subset of
another name. Examples include "Boston" and "Boston White Sox", "New York" and "New York Times"
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and "New York Times News Service". Simply taking the longest possible capital sequence also does not
work, again, due to titles or section headings, and especially when two independent named entities are in
immediate sequential order. No simple solution to this problem exists without creating lists of manual rule
exemptions (which could become an endlessly growing dictionary) for every possible arrangement of
wording.
Entity-Entity ambiguity occurs when a named entity falls into multiple types. An example of this
is "France" being in the name of a person or the name of a country.

2b. Acoustical Ambiguities / Homonyms
Acoustically homonyms are indistinguishable from each other, and no consistent audio cues are
provided by English speakers in terms of accents or timing. Homonyms such as "Alice" and "Ellis", "two"
and "to" must be distinguished from each other purely by other means, such as contextual analysis using a
language model.

2c. Word Segmentation
Also acoustically indistinguishable are pairs of words that are composed of the same sequence of
phones. Since flowing English dictation does not provide an exact break between each word, acoustically
many combinations of words could fit a set of sounds. Examples of word segmentation errors are "lie cure"
and "like your", "lay a" and "Leah". Again language modeling or other non-acoustical judgments must be
made in order to correctly distinguish between alternative choices.
The result of these 3 forms of ambiguity is a significant degree of uncertainty and inaccuracy in
the result of the acoustical analysis stage of speech recognition. All problems of these types are reduced
significantly by performing language model analysis.
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3. Grammatical Tagging
One approach to improve acoustical speech prediction is the utilization of a grammatical speech
tagging algorithm. After the tags are placed, you remove the words and only examine the tags to examine
the likelihood or probability of that grammatical sequence occurring in the English language. For example,
sequence of words "article noun verb" is significantly more likely to occur than "verb verb noun."
"I like your car" is grammatically more likely to occur than "I lie cure car".
By first creating grammatical tags for the acoustical table of probable phrases and then combining
the statistical likelihood of a certain grammatical sequence with the acoustic likelihood of each phrase, a
speech recognition program should be able to significantly improve its overall accuracy. Unfortunately
grammatical tagging is a hard problem as well due to English ambiguity and cannot be done with high
accuracy. Any error in grammatical tagging introduces new error into the likelihood of correct speech
recognition. Ambiguous phrases and words will have completely different grammatical parts of speech
tags depending upon meaning. Although most sentences have unambiguous meanings, a great number of
sentences are ambiguous, such as the following examples:
Sentence 1: I saw her duck with a telescope.


Did she perform the action of ducking or have a bird known as a duck?



Does the duck have a telescope?



Did you use the telescope to see her duck?



Was she holding a telescope when she ducked?

Sentence 2: Alice built a computer that understands you like your mother.


The computer understands you in the same way that your mother understands you



The computer understands that you like your mother



The computer understands you just as well as computer understands your mother
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Sentence 3: Dog the hatch.


Does this mean close the hatch?



Send a dog to the hatch?



Close something that is hatching?



Is a dog looking at something that is hatching?

Despite words that can represent as many as seven different parts of speech, most words are
unambiguous and simple tagging methods can achieve an accuracy of almost 90%. Steven DeRose and
Ken Church [4] developed dynamic programming algorithms for grammatical tagging that have achieved
an accuracy rate of over 95%.
Utilizing both acoustical and grammatical tagging is implemented using a HMM or hidden
Markov models. In a conventional Markov chain, state transition probabilities are the only parameters
determining the following states. In a hidden Markov model, the state itself (corresponding to the
grammatical parts of speech) are not directly visible, but the output depending on the states (the acoustical
table of possible phrases) is visible and the probability distribution that can create each sequence is known.
A combination of acoustical probabilities combined with part-of-speech tagging (known as HMM)
was used in the majority of speech recognition programs until recently. The latest advances in speech
recognition, as described by Hannun et al [5] have been made utilizing deep learning and deep neural
network models, and the definitive individual speech recognition program, Dragon NaturallySpeaking, as
well as Google Now, Apple Siri, and Microsoft Cortana, are all based upon neural networks.
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4. Machine Learning
One method of implementing a language model is to explicitly define every aspect of a human
language with every single rule and exemption spelled out for the machine to understand. Because
explicitly creating such an enormous list of rules of the English language is difficult at best, an alternative
approach utilizes machine learning to create probability tables for likely sequences of English words. This
is done by pre-analyzing a large source of valid English, known as a language corpus.
Decisions made by machine-learning algorithms have countless advantages over handwritten
rules. Programming rules explicitly requires a human being to first model a complex concept mentally
before implementing it in a program. The complexity that human beings can manage is very limited, and
mistakes and bugs affect complex code to a significantly higher degree. Complex code requires
exponentially growing lines of code to handle further complexity and has other significant side effects,
such as difficulty in maintenance. On the other hand, machine learning requires only a linear degree of
additional data to input to produce the same corresponding increase in accuracy.
This language model is literally a database of sequences of words and their probability of
occurring. A properly trained language model applied to regular English should be able to assign a high
probability to likely English sentences or phrases and a low probability to unlikely sentences or phrases.
Training sets of 1 billion words up to all of the words on the entire web exist, however training data based
on only a few hundred thousand words can achieve excellent accuracy as long as the data is representative
of the human language.
A language model according to Collins [2] can be formally defined as a vocabulary V and a
collection of sentences composed of elements of that vocabulary. Given V, a finite unique vocabulary of
words of the language model V = {word1, word2, word3} we can create a set of sentences V' where a
sentence is a string of words x1,x2..xn where 𝑛 ≥ 1 and xi is an element of V and xn={STOP}. This means
that a sentence may be of any length (with the exception of the empty set), composed of the elements of V,
but ending with the STOP symbol.
Example sentence: {STOP}, {word1, word2, word1, word3, STOP}

9

There are two other restrictions on a language model. First, the product of all word probabilities
in every valid sentence must be greater or equal to zero. Second, the sum of the probabilities of the entire
vocabulary in the language model (all of the unique words) must be equal to 1. As long as these two
restrictions are held, the probability of a sentence occurring is a function p(x) of any sentence x, where
𝑥 ∈ 𝑉′. Utilizing these conventions, many different language models have been developed.
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5. Unigrams, Bi-grams and Tri-grams
Probably the simplest way to build a probability table using N training sentences is to simply
count how often each word occurs in the training data [2]. This way more common words have a higher
probability and less common words of a lower probability.

p(x 𝑖 ) =

count(𝑥 𝑖 )
N

This is a valid language model since the sum of all probabilities add up to 1, but it has poor
predictive power to know which word is coming next, since no sequence or time-based data is being saved
in the model, and it predicts a probability of zero for every word that was not explicitly listed in the training
data.
A better language model looks at sequences of words. Given that a certain word appears, what
word is likely to appear next? This simple concept is known as the bi-gram model. Given two previous
words, what word is likely to appear next? This is the essence of the tri-gram model.
Markov models from probability theory are used to greatly simplify the calculations to determine
the value of p, the probability of a sequence of words x1...xn. According to Brown et al [6] without Markov
models, you would either be required to build a |V|n sized table of all sequences from x1...xn or or use the
chain rule.
Chain rule: P(x 𝑘 ) = P(x 𝑖 ,x𝑗 ,x 𝑘 ) = P(x 𝑖 ) x P(x𝑗 |x 𝑖 ) x P(x 𝑘 |x 𝑖 ,x𝑗 )...
Simply put, the probability of nth term is dependent on all previous terms
The Markov assumption may be used to greatly simplify the chain rule. A first-order Markov
assumption (used in bi-gram language models) makes the statement that the identity of the nth term is only
dependent on the identity of the previous word xn-1, or in other words, is conditionally independent of
x1...xn-2. Again without the Markov assumption, you would be required to look at the possibility of every
word in the sequence.
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A second order Markov assumption (used in the tri-gram language model [6]) makes the
assumption4 that the nth term is only dependent on the identity of the previous two terms x n-1 + xn-2 and
independent of all of the earlier terms x1...xn-3. This improves the predictive ability of the language by
providing it more information. The actual degree of improvement will vary depending on the content of
the language model itself, and will be quantified explicitly with a measurement known as perplexity.
Example: The probability of a sentence p(the dog barks STOP) = q(the|*, *)×q(dog|*,
the)×q(barks|the, dog)×q(STOP|dog, barks)

12

6. Training a Language Model
Utilizing the Markov assumption, Collins [2] describes the process of creating a language model
or training a language model as an iterative process. The algorithm will pass repeatedly through the
training text, counting occurrences of words in the first run to create unigrams:

𝑝=

count(the)
|V|

Then bi-grams, divided by their corresponding unigram:

𝑝=

count(the, dog)
count(the)

Then tri-grams, again divided by bi-grams:

𝑝=

count(the, dog, barks)
count(the, dog)

One significant problem is the handling of probabilities which do not show up in the training data
and therefore have a value of 0. Simply multiplying a series of numbers by zero will leave you with an
invalid result of zero, but ignoring these values is likewise dangerous, breaking up sequences of words and
making phrases equivalent which shouldn’t be equivalent. For example, if the word “Washington” was
outside the trained vocabulary, the phrases “the Washington Post” and “the Post” would be equivalent.
Dealing with “out of vocabulary” words will be discussed in further detail in the section
describing smoothing functions. The simple concept behind smoothing is to distribute a small estimated
probability value to these untrained observations to create a far more accurate language model than the
simple training described here.
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7. Perplexity
The problem with working with human languages is the difficulty in obtaining precise, consistent,
reproducible measurements that meet statistical standards. Utilizing statistical probability and language
models, which are nothing but extended probability tables, these probability tables can be used to predict
words and word sequences.
Several types of predictions are possible. If you are reading a stream of sample text and provide
the prior words in the sample to the language model, the language model can make a prediction of what
word “is most likely” to appear next. Taking the most likely word out of the table of most likely words can
fill in holes in sample text when text is missing, for example scanning books utilizing optical character
recognition. For speech recognition, looking at “the top 20 most likely words to occur next” according to a
language model helps the acoustical model to narrow down the meanings of the sounds it is trying to
interpret.
Other examples include analysis of sample text itself. The language model could start reading
sample text at the beginning, look at each subsequent word and evaluate how likely that word was to appear
according to its probability table. Obviously probability values of individual words will vary dramatically,
with some words extremely obvious to come next, such as “the newspaper known as the Wall Street ….”
“Journal” with other cases being open-ended, such as “The dog ran to the …”
Statistics provides more useful information with the law of large numbers, the principle that as the
sample increases, the average or mean will get closer and closer to the average of the whole population. If
your sample text is large enough, and the mean probability value of a large number of words taken, as long
as the sample is random and representative of a larger population of words the combined probability values
will converge. This combined probability value is known as perplexity.
Perplexity is a measurement of how accurately a probability model predicts a sample. [6] Lower
perplexity values indicate better prediction. When other variables are held constant, perplexity
measurements can be used for many other things, including measuring the strength or effectiveness of a
language model, the diversity of a language model, or similarity between two language models. Perplexity
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formally is defined as the average log probability of a set of words in a training set being analyzed by a
language model.
If the language model can look at good, normal English text which it has not trained on and
predict words in a sequence with good accuracy, then it is an effective language model. Different language
models vary in their ability to accurately model the English language, and by analyzing a single large
random sample with multiple well-trained language models, you can compare the strengths of each
language model, reflected in the size of the perplexity value, to determine which one does the best job.
Once you have a “good” language model trained on the English language, you then can analyze many
different samples and evaluate which ones are “close” to the training data. If you know that your training
data is good English language, then you can determine what sample data is also representative of good
English language. If your training data is specialized, medical data, legal data, Chinese language, etc. you
can similarly evaluate sample language and determine how “specialized” your sample data is.
Perplexity is measured in log form according to Brown et al [6] where smaller values indicate a
better average prediction rate. The simple concept is that higher the average log probability, the less likely
that word is to occur. Therefore better language models will be able to produce smaller perplexity values
than “worse” language models when using the same training data and same test data. In the worst case,
perplexity would be equivalent in size to the total size of the vocabulary of the language.

Table 1: Evaluations of language models given a vocabulary of 50,000 words
Language Model

Perplexity

Uniform

50,000

Unigram

955

Bi-gram

137

Tri-gram

74

Table 1 above shows perplexity measurements of four different language models analyzing the
same 50,000 words of English text. [2] The uniform language model applies an equal probability for all
50,000 words, so average probability values for the entire document are 50,000. More sophisticated
15

language models make much better predictions for repeated or likely sequences of words and these
improvements are illustrated in the better average prediction rates shown above.
Where M is the total number of words in the training data:
𝑚

1
𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦 = ∑ 𝑙𝑜𝑔2 𝑝( 𝑥 𝑖 )
𝑀
𝑖=1

In order to evaluate the effectiveness of the language model, you first take roughly 80% of the
training data that you have. You then use that constructed language model to analyze the remaining 20% of
the training data that the language model was NOT built upon. Again the product of all of the probabilities
of the 20% training data being analyzed (normalized by dividing by the number of words) is known as
perplexity. [2]
Two primary factors affect the perplexity measurements that a language model produces. Equally
important to the language model algorithm is the smoothing algorithm, the method used to handle out-ofvocabulary words.
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8. Smoothing
Smoothing is another name for the algorithm used to assign probability values to out-ofvocabulary words. Without compensation, zero probability events or the other extreme alternative of
ignoring OOV words will severely skew Markov chains. The two most common solutions for these
problems are linear interpolation and discounting.
Linear interpolation is the simple method of "weighing" unigram, bi-gram, and tri-gram values
independently from each other by multiplying each by a factor to scale them in proportion to each other.
To do this in practice, you count the total number of unigram, bi-gram, and tri-gram values in the training
data. You then scale the proportion of “probability” dedicated to each category for test data by the same
scale divided evenly between in-vocabulary and out-of-vocabulary words. This method follows the
concept that more complicated, more complete language models should devote less probability to single
vocabulary words, and simpler models should devote more.
Table 2: Discounting Example

A more sophisticated and effective method used more commonly in practice is discounting. The
key idea is shown above in Table 2. [2] In this example, the total number of unigrams such as “the” and bigrams such as “the dog” are initially counted. These total counts are then modified by a fixed discount,
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such as 0.5, subtracted from each total during training. The same fixed number is applied to large counts,
such as "the, man"

10
48

becoming

9.5
48

as it does for small counts "the, telescope"

1
48

becoming

0.5
48

.

If the probabilities of occurrences look at the discounted total count instead of the real totals, the
total probabilities of all cases will no longer add up to 1. At the end of the training, this slack or "missing
mass" will be determined. This “missing mass” of probability values will then be allocated to the out of
vocabulary words, words that occur in the test data but do not exist in the training data, and then the total
probability of all cases, words in training and words outside of training will add up to 1 again.
Different discounting algorithms allocate probability values in different ways. Kneser-Ney
discounting, as described by Stolcke [7] in the implementation of the SRILM toolkit, is a further refinement
that also uses an absolute discounting constant. This constant is computed by estimating a modified
probability value proportional to the number of unique words that have preceded it in the training data. This
constant is estimated by D =

𝑛1
(𝑛1 + 2∗𝑛2 )

where 𝑛1 and 𝑛2 are the total number of n-grams with exactly one

and two counts. The original unmodified Kneser-Ney discounting method is used only in experiments #2
and #3.
By experimentation with the SRILM toolkit the lowest (or best) perplexity results were found
when using Chen and Goodman's modified Kneser-Ney discounting method. During the training procedure,
three different constants are computed for the 1-gram, 2-gram, and 3-gram steps. These constants are
computed by:

Y =

𝑛1
𝑛1 + 2 ∗ 𝑛2

D1 = 1 − 2Y(
D2 = 2 − 3Y(

𝑛2
)
𝑛1

𝑛3
)
𝑛2

Where 𝑛1 , 𝑛2 , and 𝑛3 are the total number of n-grams with exactly 1, 2 and 3 counts.
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Chen and Goodman's modified Kneser-Ney discounting as implemented in the SRILM toolkit
limits the training data to 2 MB or less in size, and are used all the experiments with the exception of #2
and #3.
The result of either linear interpolation or discounting is to smooth the probability distribution of
values, resulting in a language model that performs more accurately with data containing untrained words.
Modern language models such as the 2 billion Gigaword corpus focusing on news sources, to web crawls
composed of tens of billions of words of training data have less of a need for smoothing techniques. If you
compare only perplexity values that have nearly identical number of OOV words, the influence of
smoothing can be normalized. [8]
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9. Data sources
The following English language corpii were used in this research: the Brown corpus, Supreme
Court dialogue, Cornell movie dialogue, and Wikipedia talk page dialogue.
The Brown corpus, first compiled by Francis & Kucera in 1964 [9] was designed to be a
representative collection of the English language prose printed in the United States in 1961 and earlier.
The entire collection is roughly 1 million words of English prose, where as far as possible the writers were
native speakers of American English.
The Brown corpus is divided up into 15 different categories or types/sources. For the purposes of
this research, these 15 different categories, as shown in Table 3, were reduced to 3 general categories.
Table 3: Brown Corpus Categories
Brown-Nonfiction

Brown-Fiction

Brown-Press

RELIGION

GENERAL

REPORTAGE

SKILL AND HOBBIES

MYSTERY

EDITORIAL

POPULAR LORE

SCIENCE-FICTION

REVIEWS

BELLES-LETTRES

ADVENTURE

GOV. & HOUSE ORGANS

ROMANCE

LEARNED
HUMOR

The word count of the Brown-press training database is the smallest of the language corpii, at
176,000 words. To normalize the effects of training, the other training collections have also been cut down
to roughly the same size.
Table 4: Language Corpus Size
Corpus

Word Count

Brown-Press

176960

Brown-Nonfiction

182757

Brown-Fiction

182535

Movie Dialogue

180236

Wikipedia Dialogue

191270

Supreme Court

191917
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Mizil & Lee [10] created a collection of Cornell movie dialogue composed of conversations from
movie scripts made available in 2011, made of 220,000 conversational exchanges between 9000 characters
in 617 movies. Again, all movie metadata and tagging was stripped from the data before it was used, and
only the movie lines themselves were analyzed.
Mizil et al [11] compiled Wikipedia Talk Page Conversations extracted in 2012. This dialogue
corpus is composed of 125,000 conversations involving a total of 30,000 editors on 5600 talk pages. Again
all metadata was stripped and discarded before being analyzed.
Supreme Court dialogue is a collection of conversations from the US Supreme court oral
arguments. The data was originally extracted from http://supremecourt.gov in 2012, and then compiled into
one publicly downloadable collection by Lillian Lee. [12] The dialogue is composed of conversations from
200 cases involving 11 justices and 311 other participants. For the purposes of this experiment, all metadata
and tagging was first stripped leaving only the English text itself.
For all 6 data sets additional editing was performed to normalize the data and make the training
sets as similar as possible. The Brown corpus used indentation, double punctuation marks and special
symbols, while other corpus used more conventional punctuation. To avoid stylistic differences from
affecting training, all punctuation and all capitalization was removed.
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10. Speech Recognition Software
Again the purpose of this research is to determine if post-processing feedback from a language
model would improve the accuracy of modern speech recognition. To create the sample data for these
experiments, both correct and error sets, Dragon NaturallySpeaking 12.5 was used.
Dragon NaturallySpeaking has been the premier single-user speech to text program for the last
several decades with its recognition engine outsourced to countless applications. It has little competition in
the general field of acoustically trained voice dictation software. [13]
Dragon NaturallySpeaking was originally DragonDictate, a DOS-based program written in the
1980s that utilized tri-gram models and was capable of discrete "one word at a time" dictation. Each word
was required to be separated by a small pause for recognition. When the program was first capable of
handling word boundary issues in 1997, it was rebranded as Dragon NaturallySpeaking.
NaturallySpeaking has moved towards machine learning algorithms to improve accuracy over the
years, but the three primary challenges to voice dictation remain the same. Acoustical learning can adjust
itself to an individual's speech patterns through continuous training, but as discussed, homonyms, named
entities, and word segmentation are nearly impossible to determine accurately by acoustical data only
without context. [13]
The move away from direct language modeling algorithms such as bi-grams and tri-grams implies
that analyzing the results of voice dictation through these language models should indicate a difference
between the decision process used by tri-grams/bi-grams and the decisions made by the machine learning
algorithms used by Dragon NaturallySpeaking. Since NaturallySpeaking is proprietary, closed source
software, there is no access to the acoustical data directly. This means that the evaluation is between the
proprietary NaturallySpeaking algorithm alone and the results of the NaturallySpeaking algorithm analyzed
by the bi-gram/tri-gram language models.
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11. Test Data Set Creation
To create test data sets of correct sentences and error sentences, Dragon NaturallySpeaking was
used to process verbally-read sentences from training data sets. Every time Dragon NaturallySpeaking
made a mistake, that mistake was categorized as to error type (Table 5). The error sentence that was
generated and the correct sentence were added to create the two test data sets, one set containing sentences
with exactly one error and one set containing sentences with no errors. The correct sentence was then
removed from the training data set. This process was repeated until a total 48 test data sets were created
comprised of 6 different language sources (Table 6) times 4 different error types (Table 5) times 2
different categories (correct & error). These 48 test data sets consisted of roughly 10 sentences each with
total word counts ranging from 112-330 as shown in Table 6.
Table 5: Error Types
Word Segmentation
Homonyms
Named Entities
Uncategorized (everything else)

Table 6: Test Data Sets - Word Counts
Press
Error/Correct

Nonfiction
Error/Correct

Fiction
Error/Correct

Movie
Error/Correct

Wikipedia
Error/Correct

Court
Error/Correct

Word Segmentation

231/228

197/203

267/262

174/177

327/330

188/186

Homonyms

207/205

244/246

305/308

199/199

253/254

287/287

Named Entity

246/248

159/161

232/227

156/157

326/321

207/202

Uncategorized

138/139

188/193

112/113

162/166

215/214

201/205
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12. SRILM Toolkit: Perplexity Analysis Methodology
Determining a perplexity measurement is a multistage process with different options possible at
every step as seen in Figure 1 below. The training data is counted as previously described, and then the
resulting count file is processed with discounting or other smoothing functions to create a language model
file. Using another tool to apply the language model to test data generates perplexity values of sequences of
words, entire sentences, or the entire test data as a whole. [8]

Figure 1: The Perplexity Measurement Process [14]
The SRILM toolkit was used in this study to determine perplexity through the following steps [7]:
Step 1: Using the training database, build a count file of 1&2 word pairs, or 1&2&3 word
pairs:
[c:\]
write
[c:\]
write

ngram-count -interpolate2 -order 2 -text <filename> <filename>2.count
ngram-count -interpolate3 -order 3 -text <filename> <filename>3.count

Step 2: Build a language model using the training database and count file and apply any
smoothing functions.
[c:\] ngram-count
<filename>2.count
[c:\] ngram-count
<filename>3.count

-kndiscount2 -order 2 -read
-lm <filename>2.bo
-kndiscount3 -order 3 -read
-lm <filename>3.bo
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Step 3. Examine the test data (test data must not be included within the training data)
using the language model and calculate perplexity values.
[c:\] ngram.exe -lm <filename>.bo -ppl <filename> -debug 0

This returns an output such as:
file <filename>: 9 sentences, 174 words, 16 OOVs, 0
zeroprobs, logprob= -453.357 ppl= 518.454 ppl1= 740.195

From this output “ppl” is the resultant average perplexity per word, including the end of sentence tokens.
Since test data set sentences are disjointed sentences with no direct relationship to each other, i.e. they do
not together form paragraphs of smoothly flowing text, this perplexity measurement is more appropriate
than “ppl1” which analyzes sentences as continuous text. Out-of-vocabulary words or "OOVs" which are
not seen in the training database are processed with the smoothing function. The actual formula for the
perplexity (ppl) is:
− log(prob of occurrences)

𝑝𝑝𝑙 = 10(#words –#OOVs +# sentences)
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13. Ranking Training Data Sets
Language models built upon bi-grams are composed of sets of Markov chains of lengths 1 and 2.
Language models built upon tri-grams utilize Markov chains of length 1, 2 and 3. Because tri-gram
language models use more information than bi-grams to make their prediction (previous two words, instead
of previous one word), tri-grams, in theory should produce better perplexity results. Four-gram language
models base predictions off the previous three words, but in practice, the benefits are subject to diminishing
returns. More complicated language models also do better with continuous, flowing text instead of discrete,
broken sentences that have little in common with each other.
Several ways exist to rank training data sets. The simplest of these is to rank by vocabulary size.
To rank by vocabulary size, first the training data sets were normalized by total word count, and then the
number of unique words was determined as shown in Table 5. Vocabulary size is critical to average
perplexity values. For example, the average chance of picking one uniformly distributed value out of 10 is
1
10

, likewise, the average chance of picking a uniformly distributed value out of 20 is

1
20

. Unfortunately,

with the influence of out-of-vocabulary words (OOVs) and higher order Markov models, perplexity values
can not be accurately normalized when both test data sets and training data sets are different. This means
perplexity results generated by one corpus cannot be compared to perplexity results generated by another
corpus.
Table 7: Rank by Vocabulary
Corpus

Number of Unique Words

Brown-Press

20377

Brown-Nonfiction

19248

Brown-Fiction

16559

Movie Dialogue

12712

Wikipedia Talk Page

10328

Supreme Court

7942

Another way to rank training data sets is by diversity of the text, which is the degree of variation
within the text. For example, text by a single author would be less diverse than text by multiple authors.
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Table 8 shows one possible ranking. Ranking by diversity of text can be subjective, so it was not used in
this analysis.
Table 8: Rank by Diversity of Text
Corpus
Brown-Nonfiction

Rank
1=Most Diverse

Rationale for Rank

Brown-Fiction

2

Brown-Press

3

Includes: religion, skill, and hobbies, popular lore,
"belles lettres" or poetry, government, humor
Includes: general fiction, mystery, science, adventure,
romance
Includes: press reports, editorials, reviews

Wikipedia Talk Pages

4

30,000 editors on 5600 talk pages

Movie Dialogue

5

9000 characters in 600 movies

Supreme Court

6=Least Diverse

322 people discussing 200 cases

A third way to rank training data sets is by divergence from general training. Specialized
language training does an excellent job at analyzing similar specialized text (e.g.: a medical database
analyzing medical writing), but general language training has more of a difficulty with the same text (e.g.: a
general English language model analyzing the same medical writing). A possible way to determine just
how specialized a language is would be to look at how much worse the general English language does in
comparison to the specialized language. Perplexity measurements allow us to quantify this predictability
with a single numerical value and looking at the percent difference between these two values (general
training perplexity versus specialized training perplexity) gives us a percentage of “how much the
specialized language diverges from general English”.
In practice, a general training data set was created from the union of all six training databases.
Given the variety of different training data and the multitude of sources used, we could make the
assumption that this union is diverse enough to represent the diversity of the English language. After a
language model is trained on this general language model, we analyze a combined file of test data for trigram perplexity with this general training, and look at the percent difference in comparison to tri-gram
perplexity of the same combined test data analyzed by its corresponding specialty training.

27

For example: "Brown-nonfiction" sentences were analyzed by "all training" and then analyzed a
second time by "Brown-nonfiction" training. "Supreme Court" sentences were analyzed by "all training",
and then contrasted with "Supreme Court" training. The resulting percent differences are shown in Table 9
below:

Table 9: Rank by Divergence from General Training
Corpus

% Divergence

Brown-Nonfiction

8.2%

Brown-Press

14.1%

Brown-Fiction

16.5%

Wikipedia Talk Pages

70.1%

Movie Dialogue

89.2%

Supreme Court

119.1%

All of these values represent the improvement of language model in prediction of general training
to specialized training. Smaller values indicate less of a difference between the general language and
specific language. The experiments used to generate these numbers are described in greater detail below.
It is notable how diverse the three Brown Corpus training sets are in this measurement. Since they
were built with the intention of representing the scope of diversity in the English language, this validates
the low percentages seen here.
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14. Ranking Error types
Ranking error types is another subjective choice. Different categories of errors such as homonyms
"a dozen cows mood" "a dozen cows mooed" versus word segmentation "with shout" "wish out" do not
have any obvious relationship to each other. Uncategorized errors are explicitly defined as areas that have
absolutely no relationship to any of the other categories. Misinterpreted named entities are basically
homonyms, but since they can be identified by textual analysis, they can be learned and applied separately
from other general homonyms.
Named entities misinterpreted as regular English words and regular English words misinterpreted
as named categories may be inversely related, but the cases where voice dictation makes one type of error
or the other is in no way symmetric. Other types of errors such as general homonyms or segmentation
errors may have inverses, but their inverse relations can't be so easily identified.
Since all of these errors were collected simultaneously, one metric would be the number of
sentences within each error category. This would rank which type of errors are more common by voice
dictation to errors that were made less often by voice dictation. Conceptually there is no obvious or useful
testable correlation between the number of errors that occur and the quality of the errors themselves as
measured by language model likelihood.
A better ranking system would be a subjective judgment call on how "changed" each type of error
sentence deviated from the correct sentence. To measure this, all of the error files were combined from all
six language selections to create 10 (5 X 2) large documents representing all errors measured in each
category.
Microsoft Word was used to count the number of revisions between the correct and incorrect
document in terms of insertions and deletions. On average, a single word change was measured as 2
revisions: 1 insertion and 1 deletion. Word changes are much more common than actual insertions and
deletions, so the total number of revisions was divided by 2 to give the resulting percentage.
Revisions
)
2
Percent revision = [
]
word count
(
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Table 10: Revision Rates
Error Type

Number of Changed Words

Uncategorized (6.1%)

(1030 words, 127 revisions, 66
insertions, 61 deletions)
(1316 words, 171 revisions, 89
insertions, 82 deletions)
(1386 words, 185 revisions, 94
insertions, 91 deletions)
(1499 words, 213 revisions, 109
insertions, 104 deletions)

Named Entities (6.5%)
Word Segmentation (6.6%)
Homonyms (7.1%)

The actual number of revisions between correct and error sentences are strangely within a narrow
range when averaged, and perplexity data analyzed later also shows that the influence of revision size
seems minimal. Error type appears to be more nominal than ordinal.
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15. Effect of Training and Test Database Size
One question with this study is the relationship between perplexity values and training data size.
Are 180,000 words sufficient for a training database to get consistent and accurate results? Do we expect
to see that increasing training database size improves (cause a decrease in) perplexity values? Does
increasing training database size affect the precision or accuracy of the results? Does increasing the size of
the test file affect the precision or accuracy of the results?
To investigate these questions, a single training language corpus (Wikipedia talk page dialogue)
and a small representative test sample was selected which consisted of 16 sentences (1265 words). The
training file was then divided into 10 increasingly sized files each one factor larger than the last. Tri-gram
analysis with discounting was then performed to provide a complexity value of the entire test file, and the
number of “out-of-vocabulary” words was recorded. Wikipedia talk page dialogue was chosen out of the
six sources as the most uniform and independent corpus. For example, the three Brown corpii contain
many different subcategories, movie dialogue could change in structure from movie to movie, and Supreme
Court dialogue could be different between cases

The results of these tests are then plotted and a linear regression applied to analyze the data. We
are able to use linear regression because the data satisfies the regression assumptions. Wikipedia talk page
dialogue is fairly uniform so test data and training data, taken from the larger corpses, are fully
representative of the population. There is no multicollinearity between the size of the training corpus and
the perplexity measurement of the test corpus. There is no text in common between the two text sources.
Conceptually “more training data” produces a “better trained” language model capable of producing lower
perplexity values on average, so we do expect a small negative correlation.

15a. Experiment #1: Small Test Data, Small Training Data Set (training file sizes < 2 MB)
16 sentences, 1265 words of test data were extracted and then removed from the training set, and
then analyzed by increasingly larger training database files between 0.2 MB up to 2 MB in size. The
number of words is roughly equivalent to the manually created test data (200-300 per group, 700-1400 per
category) Above the 2 MB file size, the discounting method for evaluating out-of-vocabulary words (Chen
and Goodman's modified Kneser-Ney discounting) causes crashes the SRILM toolkit.
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Table 11: Training File Size and Perplexity
Training
File Size
Number of
Words
Number of
Out of
Vocabulary
words
(OOV)
Perplexity

0.2MB

0.4MB

0.6MB

0.8MB

1.0MB

1.2MB

1.4MB

1.6MB

1.8MB

2.0MB

38093

76224

113106

153755

193526

228415

261815

294424

328010

326336

233

207

168

146

146

144

144

142

138

134

240

223

244

266

255

251

246

246

241

246

As seen below in Figure 2, perplexity values are erratic with small training files and proportionally
large out-of-vocabulary (OOV) words. Correlation between the number of words in the training corpus and
perplexity is weak.
However if you eliminate the initial three measurements with very high OOV counts (233, 207 &
168) and only examine perplexity measurements with OOV counts in a narrow range (134 – 146), then the
linear correlation as shown below in Figure 3 shows a negative trend with a strong relationship (R2 =
0.8638). This shows that smoothing may be able to maintain the validity of perplexity values within a
range (220-270), but introduces significant variance into the results.
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Figure 2: Perplexity for Small Test Data Set and Training File Sizes < 2.0 MB
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240

R² = 0.8638

235
0

100000

200000
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400000

# of words

Figure 3: Correlation of Perplexity to Word Count for Training File Sizes 0.8 – 2.0 MB

15b. Experiment #2: Small Test Data, Large Training Data Set (training file sizes 1MB - 13 MB)
A second experiment was devised using the identical 16 sentence, 1265 words test data but with
an expanded training database of file sizes between 1 MB and 13 MB.
Using the original Kneser-Ney discounting allows training databases of much larger sizes to be
used, at the cost of higher perplexity levels. With this increase of training data, the ratio of test data to
training data became so small that the linear correlation was lost as can be seen in Figure 4 below. Even
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though there was no linear correlation, the perplexity values still showed a similar trend in that they
displayed notably high variation when the number of words in the training set was relatively low ( <1M
words).

600
580
560
540

Perplexity

520
500
480
0

1000000

2000000

3000000

# of words

Figure 4: Perplexity for Small Test Data Set and Training File Sizes 1 MB - 13 MB

15c. Experiment #3: Large Test Data, Large Training Data Set (training file size 1MB - 13 MB)
A third experiment was performed with a larger test file that consisted of 544 sentences (57810
words) which is roughly 50X larger than used in Experiments #1and #2. For this experiment, the exact
same training files were used as in Experiment #2. For this experiment, perplexity values became
significantly more precise as evidenced by the strong correlation with number of words (R2 = 0.9605) as
shown in Figure 5 below.
Despite variability in measurements, these experiments show that a training database size of
180,000 words should be sufficient to provide accurate and significant results and that the software tools
used (SRILM) is capable of producing extremely precise values utilizing the command-line settings /
program options used in this study.
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Figure 5: Perplexity for Large Test Data Set and Training File Sizes 1 MB - 13 MB

In conclusion, these three training/test data size experiments show a negative correlation between
training database size and perplexity measurements. Small training databases of roughly a hundred
thousand words or less, with large numbers of out-of-vocabulary words produce perplexity values with a
high degree of imprecision. Likewise using small test data with larger training data also shows a high
degree of variation between readings.
In the later experiments in this study, analyzing speech recognition error, two factors limit the size
of both of test data and training data. Test data was created slowly by repeated dictation until errors
occurred, requiring weeks to generate the 10,000 words separated into 8 categories and 6 different language
corpii. Unfortunately due to the rate of manually creating test data by hand (reading multiple sentences
until a single sentence shows an error) it was not feasible to create test data in the 50,000 word range.
Limiting training size is the issue of CPU time. Training databases larger than 400,000 words require
greater than two minutes of analysis on a modern Intel I5 CPU for each individual perplexity value.
Perplexity is a value of prediction, and although larger test data sizes and training database sizes
seem to improve predictive rates as additional data is provided, conceptually prediction can never be
perfect. Similar to a human being reading a book, the more that is read, the better the person can predict
what the book will say next. The data set of Wikipedia talk page dialogue naturally varies from subject to
subject, different individuals phrase statements using different grammar, and the nature of human language
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itself is to continually provide new useful information which should not be entirely predictable by looking
at previous subjects. For all these reasons, even with flawless and infinitely large training data, there should
be a conceivable limit on how well any language model can predict the language.
As shown in these experiments, the consistency of perplexity of measurements above 120,000
words suggests that the law of large numbers applies, and the average perplexity value is converging upon
an expected value. Likewise standardization of training corpii for all six language sources should eliminate
the negative influence on perplexity of larger training sets. The smallest training database is Brown-press
at 176,000 words. To eliminate the negative correlation between training corpus size and perplexity, the
size of the other training corpii was reduced to 180,000 words. This trimming was done proportionally with
sentences removed from all different points in the data to attempt to preserve the training language
diversity.
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16. Effect of Specific vs. General Training
The next set of experiments examines the perplexity measurements taken from entire categories of
data. Specific training sets and general training sets were used to analyze both specific test data and general
test data.
16a. Experiment #4: Training on Specific – Testing on Specific
For experiment #4, language models were trained using the training data that the test cases were
extracted from. For example, Supreme Court's sentences were trained upon Supreme Court training data.
There are several ways to measure perplexity. The simplest method is to examine an entire category. The
SRILM toolkit used for this study takes the geometric mean of all of the sentences within the test data file
and outputs a single perplexity value. Using this method, perplexity values were generated for each
language corpus and error type as shown in Tables 13-15. In these tables, the language sources are listed
from the most general (Brown Nonfiction) to the most specialized (Supreme Court dialogue)

Table 12: Bi-gram Data
Uncategorized

Word Segmentation

Homonyms

Named Entities

error

correct

Error

correct

error

correct

error

correct

Brown-Nonfiction

674

666

427

384

509

502

421

334

Brown-Press

427

390

400

378

455

391

892

706

Brown-Fiction

465

502

536

513

422

453

350

436

Movie Dialogue

280

270

351

294

277

277

243

282

Wikipedia

245

265

237

229

209

179

174

191

Supreme Court

170

162

171

129

195

178

202

229

ngram-count -interpolate -gt1min 1 -gt2min 1 -kndiscount1
-kndiscount2 -order 2 -text %a -lm %a2.bo
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Table 13: Tri-gram Data
Uncategorized

Word Segmentation

Homonyms

Named Entities

error

correct

error

correct

error

Correct

error

correct

Brown-Nonfiction

666

669

392

349

496

477

544

431

Brown-Press

388

349

389

363

439

371

453

450

Brown-Fiction

461

518

526

514

405

426

423

456

Movie Dialogue

237

247

213

200

138

99

165

157

Wikipedia

275

264

330

277

248

240

231

232

Supreme Court

137

122

159

114

151

131

141

152

ngram-count -interpolate -gt1min 1 -gt2min 1 -gt3min 1
-kndiscount1 -kndiscount2 -kndiscount3 -order 3 -text %a
-lm %a3.bo

Table 14: Four-gram Data
Uncategorized

Word Segmentation

Homonyms

Named Entities

error

correct

error

correct

error

correct

error

correct

Brown-Nonfiction

668

669

389

348

495

476

554

439

Brown-Press

393

354

390

364

439

371

451

449

Brown-Fiction

458

514

523

511

405

428

423

456

Movie Dialogue

235

243

207

196

158

123

178

174

Wikipedia

274

259

340

286

254

237

239

241

Supreme Court

142

129

160

116

156

137

145

158

ngram-count -interpolate -gt1min 1 -gt2min 1 -gt3min 1
-gt4min 1 -kndiscount1 -kndiscount2 -kndiscount3
-kndiscount4 -order 4 -text %a -lm %a4.bo

Several observations can be made from the results of this experiment. First of all, the perplexity
values generated using bi-gram, tri-gram, and four-gram language models are similar across all language
categories, as can be seen as in the example for the Brown-Nonfiction category shown in Figure 6 below.
This is not usually the case, but might be the result of using short, unassociated sentences in the test data
sets. Secondly, in general, more specialized language sources resulted in lower perplexity values. For
example, when analyzing 10 different training files composed of different types of voice dictation errors
using the four-gram model, perplexity values of the most specialized vocabulary, Supreme Court dialogue,
ranged from 116 to 160; whereas the perplexity values for the Brown-Nonfiction ranged from 348 to 669.
Vocabulary size of the training set alone does not account for this, as seen with Brown-press having the
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highest vocabulary size (20377) and generally lower perplexity scores than the Brown-nonfiction
(vocabulary size 19248).

800
700
Perplexity

600
500
400

Bi-gram

300

Tri-gram

200

4-gram

100
0
Error Type

Figure 6: Similarity in Language Model Performance
Brown Non-fiction - specific training/specific data

Additional observations can be made when looking at the percent difference in perplexity between
error sentences and correct sentences. These differences were not consistent as can be seen in Figure 7 and
Figure 8 below. Language model and language source did not show results that were consistently positive
or consistently negative. The only observation of note is that the error categories of Word Segmentation
and Homonyms showed a rough average of 15% lower perplexity for correct sentences in comparison to
error sentences. The rough average for named entities and uncategorized errors appear to have the same
mean perplexity for both correct and error cases.
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Table 15: Bi-gram – Percent Difference of Correct vs. Error
Uncategorized

Segment

Homonyms

Named

Brown-Nonfiction

1.2%

10.6%

1.4%

23.0%

Brown-Press

9.1%

5.7%

15.1%

23.3%

Brown-Fiction

-7.7%

4.4%

-7.1%

-21.9%

Movie Dialogue

3.6%

17.7%

0.0%

-14.9%

Wikipedia

-7.8%

3.4%

15.5%

-9.3%

Supreme Court

4.8%

28.0%

9.1%

-12.5%

40.0%
30.0%
20.0%

Brown-Nonfiction

10.0%

Brown-Press

0.0%

Brown-Fiction

-10.0%

Wikipedia

-20.0%

Movie Dialogue

-30.0%

Supreme Court

Figure 7: Bi-gram - Percent Difference Correct vs. Error

Table 16: Tri-Gram Weighted Percent Difference Correct vs. Error
Uncategorized

Segment

Homonyms

Named

Brown-Nonfiction

-0.4%

11.6%

3.9%

23.2%

Brown-Press

10.6%

6.9%

16.8%

0.7%

Brown-Fiction

-11.6%

2.3%

-5.1%

-7.5%

Movie Dialogue

-4.1%

6.3%

32.9%

5.0%

Wikipedia

4.1%

17.5%

3.3%

-0.4%

Supreme Court

11.6%

33.0%

14.2%

-7.5%

40

40.0%
30.0%
20.0%

Brown-Nonfiction

10.0%

Brown-Press

0.0%

Brown-Fiction

-10.0%

Wikipedia

-20.0%

Movie Dialogue
Supreme Court

Figure 8: Tri-Gram Percent Difference Correct vs. Error

16b. Experiment #5: Training on General – Testing on Specific
Instead of training on the same language corpus as was done in experiment #4, for this experiment,
a single general training database was created from the union of all six training sources. Each of the three
language models (bi-gram, tri-gram, and four-gram) was then built by training on that single general
training database. Perplexity values were generated by testing each of the six categories on those language
models. This approach is more realistic than that in experiment #4 because it does not depend on the
speech recognition program knowing what type of language it is interpreting. In other words, it is more
reasonable to train a general language model on a wide variety of English language corpii, and not just on
one specific language corpus. The questions to be answered with this experiment are: Will general training
do a better job differentiating between correct and error sentences? How much larger (worse) will the
perplexity values be when using general training instead of specific training?
In answer to the second question, the perplexity values were generally larger (worse) than those
obtained using the specific training. The three figures below, Figure 9, Figure 10, and Figure 11 show the
percent increase in perplexity values as a result of using general training rather than specific training.
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160.0%
140.0%
120.0%
100.0%
80.0%
60.0%
40.0%
20.0%
0.0%
-20.0%
-40.0%

Uncategorized
Word Segmentation
Homonyms
Named Entities

Figure 9: Bi-gram Percentage Difference (generic versus specific training)

160.0%
140.0%
120.0%
100.0%
80.0%
60.0%
40.0%
20.0%
0.0%
-20.0%
-40.0%

Uncategorized
Word Segmentation
Homonyms
Named Entities

Figure 10: Tri-gram Percentage Difference (generic versus specific training)
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160.0%
140.0%
120.0%
100.0%
80.0%
60.0%
40.0%
20.0%
0.0%
-20.0%
-40.0%

Uncategorized
Word Segmentation
Homonyms
Named Entities

Figure 11: Four-gram Percentage Difference (generic versus specific training)

All three Brown corpus training files for all 27 cases show perplexity values 15% worse than with
specific training. Wikipedia talk page dialogue with general training resulted in complexity values roughly
70% worse, and Supreme Court and movie dialogue test data performed 100% worse.
The most extreme example is Supreme Court perplexity values. When Supreme Court training
data is used, the test data shows a range of values between 100 and 200. When general training is used,
perplexity of Supreme Court test data falls into the 500-900 range. Averaging the percent difference
between training with specific and training with general data shows that general training is about 26%
worse for both tri-gram and four-gram cases.
These results demonstrate how influential specialized language training can be when dealing with
a highly specialized language subset. Although it is beyond the scope of this research, the ability of a voice
dictation program to detect changes in a person’s language use and adopt specialized language models for
specialized occasions conceivably could increase the accuracy of voice dictation by several factors.
16c. Experiment #6: Training on Specific – Testing on General
The previous experiment trained on one general training data file and analyzed multiple test data
files. This experiment trains on the six language categories and then the perplexity is computed using a
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single general test file composed of all combined test data, both error and correct sentences. This
experiment could allow one to determine the effect of the training model on the perplexity results. In other
words, analyzing a single test data file, perplexity measurements should show which training data sets are
able to make the best predictions, indicated by lower perplexity values. The results of this experiment are
shown in Table 17 and Table 18. As can be seen in these tables, the Supreme Court training data set
resulted in the lowest perplexity values which implies that it would have the best predictive value; however,
this language corpus also has a smaller vocabulary size than the other training sets (approximately 7,000
words compared to around 20,000 words) which makes it less obvious that it would make the best
predictions. The high number of out of vocabulary words, also associated with this training data set,
suggests that smoothing might have biased the calculated perplexity values similar to what was
demonstrated in Experiment #1.

Table 17: Bi-gram – All Test Data (518 sentences, 10506 words) with Different Training Data Sets
Training Data Sets

Bi-gram
Perplexity Values

Out of Vocabulary
(OOV)
# of words

Brown-Nonfiction

564

999

Brown-Press

586

1170

Brown-Fiction

528

907

Wikipedia

454

1858

Movie Dialogue

495

1343

Supreme Court

399

1796

All Combined

579

467
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Table 18: Tri-gram - All Test Data (518 sentences, 10506 words) with Different Training Sets
Training Data Sets

Tri-gram
Perplexity Values

Out of Vocabulary
(OOV)
# of words

Brown-Nonfiction

555

999

Brown-Press

576

1170

Brown-Fiction

522

907

Wikipedia

651

1858

Movie Dialogue

489

1343

Supreme Court

404

1796

All Combined

556

467

Though Experiments #4, #5, #6 led to useful observations regarding language models, none of the
results in these three experiments was useful for showing quantifiable differences between error sentences
and correct sentence. For example, they all showed that perplexity measurements of entire groups of
“correct” sentences are not significantly, nor consistently, smaller than perplexity measurements of entire
groups of “error” sentences. To show significant differences, another approach is needed.
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17. Analysis of Sentence Pairs
The fundamental question of this study is to determine if a trained language model can improve
the prediction of correct sentences over incorrect sentences. Given the supposition that acoustical data will
generally be accurate but imprecise, the stronger the language model weighs the correct sentence over the
incorrect sentence; the larger the allowance will be for acoustical variation while still choosing the correct
sentence. Likewise, the greater the difference in evaluating the correct sentence over an incorrect sentence,
the more likely the result will be a greater degree of accuracy of the voice dictation software.
The information we want is on a sentence level, not in the comparison of one large group to
another large group. There is a very strong relationship between one particular error sentence and its
correct sentence – the data was collected is in sentence sets: one correct sentence and its corresponding
incorrectly generated sentence through voice dictation. As shown earlier, there is only a 6%-7% difference
on average between a correct sentence and it’s corresponding error sentence.
The flaw in the earlier measurements is that sentences combined into a group are only weakly
related to each other. Individual sentences were collected randomly, meaning that information is lost if
they are averaged together first before being compared to a group of their corresponding sentences, (for
example, all homonym errors extracted from one training set). Taking a mean value of the perplexities of
each of the individual sentences may be skewed as individual perplexity values within one particular group
of sentences may vary between 64 and 1050 (Example from Wikipedia: Named Entities)
The critical information is exactly just how strong the perplexity measurement of one sentence is
when compared to its exact corresponding error sentence. This requires perplexity data to be gathered on a
sentence level. Sentence-level perplexity is wildly different, even within the same category. For example,
homonym errors in the Brown, nonfiction category produce perplexity values as low as 172 and as high as
1592. For all 262 sentences, bi-gram, tri-gram, and four-gram perplexity measurements were made for both
the correct sentence, and its corresponding error sentence. The percent difference was then measured for
every sentence pair in order to normalize a measurement of difference between each sentence, independent
of the high variation in perplexity numbers described above. The formula used for percent difference was:
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𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦 𝑃𝑒𝑟𝑐𝑒𝑛𝑡 𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 = 100 ×

𝐸𝑟𝑟𝑜𝑟𝑆𝑒𝑛𝑡𝑒𝑛𝑐𝑒 𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦 − 𝐶𝑜𝑟𝑟𝑒𝑐𝑡𝑆𝑒𝑛𝑡𝑒𝑛𝑐𝑒 𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦
𝐶𝑜𝑟𝑟𝑒𝑐𝑡𝑆𝑒𝑛𝑡𝑒𝑛𝑐𝑒 𝑃𝑒𝑟𝑝𝑙𝑒𝑥𝑖𝑡𝑦

Each sentence set was extracted from a language corpus, categorized into a type of error, and then
evaluated with a bi-gram, tri-gram, and four-gram language model trained on the original source data set.
The percent error, the positive or negative difference of the perplexity of the error sentence compared to the
perplexity of the correct sentence is recorded.
Given that higher perplexity values indicate a worse prediction, a percent difference above 0%
indicates that the language model judges that the error sentence is less likely than the correct sentence. The
strength of the difference is shown in the size of the percent difference measurement. When looking at the
perplexity of an error sentence and the corresponding correct sentence, the ratio between the two can be
shown.
If a speech recognition program was able to run this type of training on the sentences it generated,
and was presented with only two choices, it would always chose the sentence with the lower perplexity
value. The positive percent difference cases represent situations that the language model, when presented
by a list of possible sentences and their probabilities, would be able to overcome an incorrect choice made
by acoustical model of a voice dictation program. The neutral and negative cases would be those that the
language model would choose incorrectly.
Again words outside the training, OOVs or out-of-vocabulary words are assigned a preset, exact
chance of occurring. In the rare case when an out-of-vocabulary word is replaced by another out-ofvocabulary word, and the number of words does not change between the correct sentence and the error
sentence, it is possible to have an identical perplexity value for both the correct and for the incorrect
sentence, resulting in a percent different 0%.
If the percent difference is a negative value, again, this means that the language model determines
that the incorrect sentence is actually more likely than the correct sentence is.
The sentence data may also be charted to highlight the percent difference between correct and
error sentences. The 0% point is highlighted with a red line to emphasize the number of measurements to
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the left where error sentences have a better perplexity value and measurements to the right, where correct
sentences have a better perplexity value. Graphs showing the % difference reflect these distributions by
showing a right skewed normal distribution shifted mostly to the positive side. If the graph was evenly
distributed with the median value at the 0% point, then this analysis would be useless, with roughly equal
numbers of error sentences and correct sentences showing better perplexity values. If 100% of the values
were positive, then the language model could perfectly correct 100% of all voice dictation errors. The
actual percentage of measurements on the positive side is shown at the bottom of each graph.
Graphing percent difference is affected by the structure of 2 underlying distributions. The
distribution of correct sentence perplexity is fairly normal, and shifted on average to lower perplexity
values. Error sentence distribution has a higher median perplexity range and has a right skew, reflecting
cases when in a small percentage of cases voice dictation errors make resulting sentences significantly less
likely.

17a. Experiment #7: Perplexity Percent Difference (% Difference of Error Sentence Perplexity to
Correct Sentence Perplexity)
Perplexity Percent Difference was calculated on each of the 262 sentence pairs. Histograms of
these values were constructed for each category, by language model (bi-gram, tri-gram, and four-gram).
They all appeared normal, centered around zero except with a few outliers usually to the right (positive
values). An example of this can be seen in Figure 12 below which is a distribution of all 262 test sentences
analyzed by the trigram language model. This distribution shape was also similar when perplexity percent
difference was plotted for each language and for the tri-gram model. Because these distributions are very
similar, they had been summarized in Table 19, Table 20, and Table 21 below.
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Figure 12: Tri-gram - All Sentences

Table 19: Perplexity Percent Difference by Language Model
Language Model

# of Sentences

Median Value

Positive

Negative

Bi-gram

262

1.6%

53.1%

46.9%

Tri-gram

262

4.2%

55.3%

44.7%

Four-gram

262

3.7%

54.2%

45.8%
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Table 20: Perplexity Percent Difference by Error Type for the Tri-gram model
Error Type

# of Sentences

Median Value

Positive

Negative

Homonyms

71

5.4%

59.2%

40.8%

Word Segmentation

65

13.2%

61.5%

38.5%

Named Entities

70

4.8%

45.7%

54.3%

Uncategorized

56

2.3%

55.4%

44.6%

Table 21: Perplexity Percent Difference by Training Data Set for the Tri-gram model
Training Data Sets

# of Sentences

Median Value

Positive

Negative

Brown-Nonfiction

43

14.4%

62.8%

37.2%

Brown-Press

44

6.9%

59.1%

40.9%

Brown-Fiction

40

-4.9%

35.0%

65.0%

Wikipedia

47

4.8%

55.3%

44.7%

Movie Dialogue

42

7.2%

54.8%

45.2%

Supreme Court

46

14.8%

63.0%

37.0%

For all distributions of data, with the exception of brown-fiction, the median value is above zero.
(when correct sentences outnumber error sentences) is about 50%, only in four situations does this appear
to be significant. These three distributions are examined below in Figure 13, Figure 14, Figure 15, and
Figure 16.
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17b. Experiment #8: Normality Testing / Confidence Intervals
Figure 12 displays the distribution curve of all 262 test sentences analyzed by the Tri-gram
language model. It visually appears that if the right-tailed outliers were removed, we would have a normal
distribution, and it would be possible to run confidence intervals on the data.
To test this theory, outliers that fell more than 1.5*Inter-quartile range (IQR) above the third
quartile (most common) and outliers that fell more than 1.5*IQR below the first quartile (less common)
were removed from the data set. On the resulting distribution Minitab was used to perform an AndersonDarling normality test which failed (alpha=.05), indicating that the combined test data are not normal.
Several hypotheses could possibly explain this failure, but most likely it was due to combining test data
from multiple language sources and/or from multiple error types which contributed to a multimodal data
distribution. For this reason, the individual distributions for each error type and language source were
considered.
These ten distributions, examples of which can be seen in Figure 13, Figure 14, Figure 15, and
Figure 16 above, were also filtered for outliers using the same 1.5 IQR restriction as described above and
the resulting distributions tested for normality and passed (alpha=.05),. They were then analyzed to
determine if the mean Perplexity Percent Difference was greater than zero using a 95% lower bound
confidence interval (in other words the null hypothesis was that the population mean is 0%) - indicating no
statistically significant difference between correct data and error data – and the alternative hypothesis is
that the mean is > 0. The results are summarized below in Table 22.
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Table 22: Confidence Interval testing for Percent Perplexity Difference
Brown
Fiction
34

Movie

Sample size, N

Supreme
Court
44

Sample mean

12.28%

Sample standard deviation
Null Hypothesis
μ = 0 (vs μ > 0)
95% Lower Bound
Mean>0 (significance
alpha=0.05)

Press

Wikipedia

38

Brown
Nonfiction
40

41

40

-11.15%

2.63%

13.08%

4.85%

1.52%

13.31%

17.92%

31.97%

27.21%

27.70%

18.46%

P=0.006

P=1.000

P=0.307

P=0.002

P=0.134

P=0.303

4.34

-16.35

-6.12

5.83

-2.43

-3.40

YES

NO

NO

YES

NO

NO

Table 22: Continued
Word
Segmentation
62

Uncategorized

Homonyms

54

66

Named
Entities
64

Sample mean

16.24%

3.45%

6.98%

-1.30%

Sample standard deviation

31.23%

29.33%

25.11%

31.88%

Null Hypothesis
μ = 0 (vs μ > 0)
95% Lower Bound

P=0.000

P=0.196

P=0.014

P=0.627

9.62

-3.23

1.82

-7.95

YES

NO

YES

NO

Sample size

Mean>0 (significance
alpha=0.05)
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18. Conclusion
Eight experiments were performed measuring values of different training and test data sets. The
first three experiments examined the precision and validity of perplexity measurements with various
different training data and test data sizes. Training files less than 120,000 words in length produced highly
variable results, but variability decreased significantly and measurements became more consistent as
training file sizes increased. A similar pattern occurred with test data, with more precise measurements seen
with a larger test data size. Utilizing a training database size of 180,000 words appears to be in the range of
consistent results. The overall relationship between training database and perplexity appears to be that
perplexity measurements decrease (showing a better prediction results) as training database sizes increase.
Using uniformly sized training database files should normalize for this effect.
Experiments four, five, and six examined general and specific training measurements of entire
groups of general and specific test data sets. The more specialized the language with specialized training,
the lower the perplexity values, but this benefit is lost with general training. Vocabulary size, bi-gram, trigram, and four-gram algorithms had surprising little difference on the results. Named Entity &
Miscellaneous error sentences and correct sentences show little difference in group measurements. Word
Segmentation & Homonym error sentences and correct sentences show roughly 20% better perplexity
values for correct sentences compared to error sentences. None of these test results lead to any strong
conclusion.
Experiment #7 examined perplexity measurements of error sentences and correct sentences at a
sentence level, normalized by percentage. Data was divided up by language model used, error type
observed, and language source. All data analyzed using this methodology showed a normal distribution but
with a few individual outliers to the right. In experiment #8, normality testing was performed on each
category and a one-sided hypothesis test (t-test) was used to determine if there is a statistically significant
relationship between trigram perplexity levels and correct sentences. Four categories: (1) homonym errors,
(2) word segmentation errors, (3) Brown Nonfiction corpus, and (4) Supreme Court dialogue corpus
showed a statistically significant relationship between lower perplexity results and correct sentences, even
after the test data was previously corrected with the language model utilized internally by the Dragon
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NaturallySpeaking software. Therefore, performing an additional language model analysis can differentiate
correct sentences from their corresponding error sentences for these certain subcategories. The other
categories of languages and errors show statistically insignificant differences between correct and error
sentences.
One significant flaw with this research is that the analysis is all one-sided, and voice dictation was
collected from only one individual. Only human selected cases where NaturallySpeaking made an error
were compared to the original sentences not containing the error. If the language model was applied
uniformly to the top 2 entries or the top N entries of the probability table generated by the acoustical model,
undoubtedly the language model would both correct acoustical model mistakes and introduce errors were
the acoustical model already had the correct phrase. Developing this research further with an open source
speech dictation program (that provides acoustical probability information) could provide more data on the
size of both types of error. An evaluation of the open-source field shows a number of promising platforms.
The CMU Sphinx toolkit [15] is a collection of pre-alpha speech recognition algorithms written in Java that
allows you to implement speech recognition via microphone or audiophile, after you build an acoustical
model and a language model. Several front-end voice dictation programs exist that use this toolkit. Other
open source language toolkits include Kaldi [16] and HTK or Hidden Markov Model Toolkit. [17]
The tri-gram/bi-gram language models are purely predictive based upon temporal analysis of
training languages with no other considerations. Other language models could be applied to extend this
research further, including hidden Markov models utilizing grammar rules, neural net language models
such as probabilistic classifiers, skip-gram models, propositional language models, etc.
Google and Microsoft have recently made open source deep learning toolkits CNTK [18] and
tensor flow [19] available. These libraries may inspire effective speech recognition programs to similarly
be available for open source analysis in the future.
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