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Abstract

Cancellation and No Show Predictions Using Machine Learning in Dental Practices

By
Cheryl Ann Huber
Master of Science in Computer Science

In healthcare, medical practices/clinics specialize in care for the entire body whereas dental
practices/clinics specialize in care for teeth and mouth. Medical and dental practices alike face
considerable cancellations and no shows rates. Most of the research on these cancellations/no
shows (C/NS) are for medical practices but they can also be applied to dental practices. The
resulting methods have not, to the author’s knowledge, yet been applied to a dental practice. For
a dental practice, these cancellations/no shows are costly because of the employee and doctor
idle times associated with them. In this study, we perform exploratory data analysis (EDA) on
appointments and basic demographics of a dental practice with the goal of finding patterns that
allow the practice to predict C/NS using machine learning.

The data is used to train five statistical models on a year’s worth of real-world patient data taken
from a California dental practice. We then use these models to guide the prediction of patient
ix

cancellation/no shows and measure these predictions using 75% of the appointments to train and
25% of the appointments to test (aka holdout data). The five models used were Logistic
Regression, K Nearest Neighbors, Support Vector Machine, Feed Forward Neural Networks and
Decision Tree. The models are then adjusted by adjusting the variables/features used. In this
research, the findings and suggestions for future work are presented.

x

Section 1: Introduction
In healthcare, a no show is defined as “an appointment in which the patient was not present for
treatment or cancelled the same day as the appointment” [2]. No shows represent a loss of
income for the practice in terms of the income that should have been generated had the patient
been present for the appointment, an opportunity cost as another patient could have filled the
scheduled time to generate income, and the cost of employees not working on a patient or
employee idle time. In this paper, we also look at two other appointment types that have similar
effects on a practice—Cancellations-No Reschedule and Cancellations-Reschedule.
Cancellations-No Reschedule are appointments for which the patient has called in to cancel
before the appointment day but elected to not reschedule. Cancellation-Reschedule
appointments are appointments for which the patient calls to cancel before the appointment day
and schedules the appointment for another date. Both of these types of appointments can cause
schedule disruption if the notice is short and the office is unable to schedule another patient for
the affected time slot.

The data comes from a California dental practice with two general dentists, one specialist,
several office support and multiple hygienists. The training data represents one year and one
month of data. There were 4 files of data with personally identifiable information removed-appointment, appointment tracking (this is a record of the time the patient spends at the office),
employee time clock records (for employee counts) and a patient master (for demographics). The
first three files were received in 3 months prior to the patient master. This time difference
rendered some of the demographics irrelevant as it contains the data as of the day it was retrieved
1

rather than the day the appointment occurred. The hold out/test data represents, randomly, 25%
of all the data collected.

The objective of this research is to perform exploratory data analysis (EDA) on the data, use
various methods to identify the best variables to use for the algorithms used and use machine
learning to provide insight into courses of action that the practice can take to improve practice
efficiency and patient outcomes [10]. During the yearlong data collection time period, of the
over 4,000 total appointments, 22.76% of them were C/NS. This means 975 appointments were
cancellations or no shows with a per day average of 4.59 and median of 4 per day. The single
day minimum was 1 and the maximum was 14. These statistics are a disruption to the
scheduling system [1], flow of care for patients is affected and the practice’s productivity
declines [11]. As part of this research, we look at five different machine learning predictive
models to evaluate the different variables, train them (using the data that was collected) and test
them on the hold out data. The models used are Logistic Regression, K Nearest Neighbors,
Support Vector Machines, Feed Forward Neural Networks and Decision Trees. We compare
their accuracy scores to determine the model that best fits the data we have and make any
necessary adjustments. Based on our findings, we present possible actions to be taken to reduce
cancellations/no shows and present future research possibilities.

2

Section 2: Background and Related Work
Worldwide, these cancellation/no show rates vary from 10% to 50% in healthcare services [10].
The average rate of these types of appointments in North America is 27% [10]. Patients with
higher missed appointment occurrences are more likely to have worse chronic disease control,
and increased rates of acute care utilization.

Though this may not be reflective of dental

appointments, dental health has been shown to increase risk of heart disease [26] thus it is
important to further research the effects of cancellations/no shows and better predict them to
reduce their effects on healthcare.

The body of research that exists on cancellations and no shows in healthcare focuses on medical
appointments with the majority of them focusing only on no shows instead of no shows and
cancellations. Medical appointments are defined as appointments for which a patient sees a
physician (a Doctor of Medicine) or a health practitioner that is supervised by a physician for
treatment related to any or all parts of the body. Dental appointments are appointments for which
a patient sees a dentist (Doctor of Dental Surgery or Doctor of Dental Medicine) or healthcare
provider under the supervision of a dentist related to the teeth. There is little to no research
performed on dental practice appointments. Much of the data used came from Veterans Health
Administration or large clinics that serve predominantly low-income
patients[1][2][3][8][10][15]. Prior literature to date has focused on either appointment
scheduling (eight articles) [5][6][7][12][13][14][15][16] or predicting of no shows among
appointments (eight articles)[1][2][3][4][8][9][10][11]. Many of them provided ideas for
variables to look at and assisted in the cleansing of some of the demographic data. Other
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research simply provided background information such as root causes of no shows or provided
examples of how to present the research findings.

Scheduling
The original intent of my research was to determine when would be the optimal time for
employees and doctors to take a vacation (a scheduling problem). Ramsey’s research looks at
maintaining the optimal number of nurses at lowest cost to the hospital [13]. In a dental practice,
it is also important to maintain patient satisfaction at lowest cost and would have been an
important factor in determining optimal vacation scheduling.

From the research on scheduling vacation times, no show and cancellation behaviors were
presented along with patient preferences as factors used to determine the best way to schedule
appointments [5][12]. Zacharias et al wrote a paper that used weights for different variables to
determine optimal scheduling. The weighted variables used included no show probabilities to
minimize patient waiting times, doctor idle times and doctor overtime [16]. It also explored the
trade offs between minimizing waiting times but maximizing doctor efficiency. This kind of
system assumed that the patient demographics are known in advance which is not the case for
new patients. Premarathne et al focused on patient preferences rated on a scale (preference
scores) and the doctor’s clinical expertise (classes) when scheduling by mapping the preference
scores to each class [12]. In our own study, doctor specialty does play a role in the practice as
there is one periodontist and several hygienists in the mix.

4

Sadki et al’s research focuses on an oncology appointment that has two distinct phases of an
appointment-- the meeting with the oncologist and the administration of the medicine on a bed
[14]. This is similar to a regular cleaning appointment at a dental office. The patient is first seen
by the hygienist (with once a year X-Ray) and then the doctor performs an exam. If the patient
cancels or no shows, the doctor must still pay the hygienist regardless of whether or not the
hygienist is cleaning a patient’s teeth.

Scheduling systems face numerous challenges that affect both the patient and the doctor. Some
examples would include arrival variability (some patients arrive late and some arrive early
hoping to be seen earlier), service time variabilities (appointments may take more or less time
than what is scheduled), experience level of the scheduling staff, provider preferences, and
available technology (software) [7]. These findings influenced the EDA and caused an
exploration in the variability of appointment times. After exploring this it was determined that
some of the data needed to explore scheduling further was not available. Scheduling research,
however, repeatedly cited the importance of factoring no shows into scheduling systems.

No Shows and Cancellations
In one of the scheduling articles, Whitehead et al, presented findings on VA patients and the
factors that could decrease the number of patient no shows [15]. It offered several factors to look
at that haven't been seen in other papers including location information from the patient's phone.
It also suggested calculating the probability of no shows and calling other patients on a wait list
once the probability reaches a certain threshold [15]. This would be an interesting approach to
mitigating patient no shows but may be hindered by HIPAA rules as it would be transmitting
5

patient location based on a phone number which are both protected health information (PHI) to a
medical practice indicating that they are patients of record at that practice which is also PHI.
HIPAA rules have been taken into account with our research as well. The data is evaluated in
aggregate and no protected health information is presented. It also required the conversion of
dates into years.

One of the simpler approaches to predicting no shows involved using a demand prediction grid
and applying it to actual appointments [6]. With the largest variance between predicted and
actual appointments of 18% (smallest was 3%), its accuracy score was not the best, but it wasn’t
grossly different from the actual results. In the month where the variance was higher, 18% in
January 2000, Forjuoh indicated that they did not factor in the major holiday before the first
Monday which would account for a good percentage of the variance considering the volume of
patients seen. Even so, a correct prediction rate of 82% for January is pretty good. The other 5
months have a correct prediction rate between 93% and 97%. Forjuoh then compared the results
from the Texas Clinic to the demand grid from Kaiser Permanente (which does not operate in
Texas) and the results were consistent by day of week but there were some seasonality
differences by month. This indicates that this approach may have application across different
medical practice domains. Although we do not apply a demand grid for same day appointments
in our paper, it could be something that could be used to evaluate the emergency appointments
from the dental practice and compare the results to the medical practices of Forjuoh’s paper in a
future work.

6

Behavioral patterns, particularly prior patient cancellations/no shows were recurring drivers of
higher no show probability [4]. One paper compared nine prediction model results-- Adaptive
Boosting (AdaBoost), Logistic Regression, Naïve Bayes, Support Vector Machine, Stochastic
Gradient Descent, Decision Tree Classifier, Extra Trees Classifier (Extremely Randomized
Trees), Random Forest Classifier, and eXtreme Gradient Boosting (XGBoost) but focused solely
on no shows in medical appointments over seven years of data [2]. Of the nine models,
AdaBoost produced the highest recall score (a recall score is the ratio tp / (tp + fn) where tp is the
number of true positives and fn the number of false negatives) of 68% and Random Forest
produced the lowest score of 33%.

Patient characteristics were also a common theme in the research [11]. Henry Dove looked at
the usefulness and role that patient characteristics play in predicting no shows. He studied factors
such as age, race, residence (inside or outside a particular county), service connected disability,
visit type, appointment interval (weeks between date of scheduled appointment and date the
appointment was made), and previous appointment history [3]. Dove converted his dependent
variable to 1 if the appointment was kept and zero otherwise. He also converted date variances
to the number of weeks it represented. He found that the single most compelling indicator of no
shows was whether or not the patient missed his/her previous appointment. Dove’s conversions
and dependent variable approach is most similar to the approach taken in this paper.

Other Interesting Appointments and Characteristics
An emergency is defined as a patient that comes to the office with no appointment. Emergencies
were also an interesting variable to look at as they also disrupt patient flow but do not negatively
7

affect income [4]. In the subject practice of this paper, emergencies use the aforementioned
definition but also includes same day appointments. This was explored briefly but not included
in this paper but could be the subject of future research.

One hybrid prediction model also looked at tobacco usage and cell phone ownership as patient
characteristics that were used as variables in the model [10]. These particular variables were not
used in the models because it was not available but it could be gathered and included in future
results.

Root Causes
One study by Lacy et al, surveyed actual people that decided to not go to a scheduled
appointment and the reasons behind it categorized as emotions, perceived disrespect or
scheduling system misunderstanding [9]. Other causes include affordability, timeliness, illness
severity, and patient forgetfulness [10]. These factors were not used in our work but may be
explored in future research.

Solutions/Interventions
A common solution to decrease the number of no shows is reminders. One study found that the
most popular and effective intervention to prevent no shows is reminder calls or mailings [9].
Another indicated that reminder letters had very little effect on no show outcomes [8]. In our
study there is a variable that looks at patient activator confirmations and it is a very good
indicator that the patient will make the appointment. Another suggestion to mitigate no shows is
to overbook appointments. Overbooking can help but it often leads to office congestion and
8

patient dissatisfaction [1]. Our paper does not use overbooking to mitigate cancellations/no
shows but it could addressed in future work.

9

Section 3: Methodology
Data Cleansing - General
All data cleansing was automated using Python and its libraries with preliminary analysis
performed using Microsoft Excel. The models were created using the Scikit library. Dates were
converted to a week number (with 1 being equal to the first week of a calendar year and 52 being
the last), month (1 for January, 2 for February, etc…) or day of week (Monday, Tuesday,
Wednesday, etc…) but were only used on an aggregate basis as counts of appointment types.
Age and Patient longevity were calculated using years as the unit of measurement. Appointment
start times were converted to military time with minutes represented as a decimal number
(minutes/60) as all start times were scheduled to the nearest quarter hour (i.e. 15.25 is equivalent
to 3:15).

Appointment variances were calculated using the total time (from start time to walk out time)
subtracted by the total units scheduled. That variance was then converted to minutes. For
instance, given the following:
•

Appointment started at 9am

•

Patient checked out at the front desk at 11am

•

The units scheduled was 60 minutes.

The total time would be 2 hours (11-9) and the variance would be 60 minutes (2*60 -60).
Appointment variances for cancellations/no shows were not considered as there was no time
spent in the office and were all equal to 15 minutes.
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The dependent variable is 1 for appointments that are cancellations or no shows and 0 for those
that are not cancellations or no shows. This conversion was performed to make it easier to run
the data through the different models. Instead of zip codes, distances to the practice were
calculated in miles based on Google Maps and reported only in grouped distances (0 miles, <25,
<50, >50) and the algorithms used distance in miles but the predictions in the algorithms used the
mileage that was calculated.

The appointment data contained the field “Confirmation Notes”. Confirmation Notes were notes
taken by an employee in a manual call or if it was an automated confirmation (via text) it was
automatically commented with “Confirmed by Patient Activator.” The Confirmation Notes were
converted to 0 if the field was null, “Confirmed by PatientActivator” and other notes were
changed to 1. This field was used as a variable as it served as a positive indicator that patient
would not cancel nor no show. The Logistic Regression Scikit model required all categorical
variables to be converted to numbers because it did not “understand” the categories. Other
categorical variables were also changed:
•

Sex was converted to 1 for male and 0 for female.

•

Marital status was converted to five different columns of true (1) or false (0) values.

•

Responsible Party Status, Flagged to Receive Emails and Policy Holder Status had yes or
no values that were converted to 1s and 0s respectively

Data Cleansing – Blanks and Irrelevant Data
The data received contained sanitized appointment IDs (not original numbers). These sanitized
IDs were used to evaluate and keep only unique appointment IDs (there were 28 duplicate
11

appointments) and then the field was dropped and replaced with the automatically created table
id that is generated by Python Pandas.

The provider codes that did not represent doctors or hygienists were dropped as they represented
special pay credits for employees and were not actually appointments.
Any birth years that were invalid were evaluated (corrected if intended value was obvious and
dropped if not) or if the birth year was missing, the entire record was dropped. Any patient
longevity years that were missing were set to equal the year that the record was entered.

Start times were confirmed to be in the correct format using regular expression. If it was not
correct, it was converted accordingly. Any missing or invalid walk out times were set equal to
end time from the appointment data.

For employee counts, one employee that does not clock in and out was added to the data based
on the assumption that the employee works Mondays and every other Thursday.

Data Scaling
Data Scaling in machine learning is the practice of increasing or decreasing the magnitude of the
independent variables (features) using a fixed ratio so that the unit of measurement does not have
an effect on the model. As an example, in the data used, “number of units” is measured in fifteen
minute blocks (15, 30, 45, 60, etc…) and distance is measured in miles from 0 to hundreds of
miles. These two variables have completely different measurements. Scaling essentially
changes the “size but not the shape of the data [25]”.
12

The three most common methods of scaling are centering, standardization (this is the most
common method) and normalization. To decrease this disparity, this paper uses the standard
scaler (standardization method) that is available in the Scikit Library.

Scaling the data is considered good practice because it lowers the computation time, ensures that
the calculated distances contribute equally (especially in the case of KNN) and helps to lessen
the disproportionate effect of some data points over others (this is particularly evident in logistic
regression, neural networks and support vector machines) [25].

Figure 1 How Scaling Affected the Accuracy of Each Model
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Data Notes
All appointment data that is not dropped is presumed correct, however, it is possible that there is
data entry error on the part of the user that entered the information into the system that may not
have been caught by the sanitation process. As an example, if the user forgets to mark the
appointment tracking time at the actual time the patient leaves but does eventually remember a
few minutes later, this would affect the time scheduling variances.

When a patient calls to cancel an appointment, the original appointment type is changed to
cancelled no reschedule or cancelled rescheduled. If the appointment is rescheduled, a new
record is created with the details of the original appointment and the new date/time and “Number
of Units” (time allotted) is changed to 15. If a patient does not appear for the scheduled
appointment within 15 minutes of the start time, the patient’s appointment type is changed to no
show and “Number of Units” (time allotted) is changed to 15. It is also possible that
cancellations that are rescheduled could be the result of the dental provider’s need to reschedule
for personal reasons. This would not be indicated in the data given.

Variable Selection
Variable selection (aka feature selection) is the process of determining which variables to use
when making predictions. Why would one want to decrease the number of variables if each
variable seems to add to the accuracy of a prediction? There are several reasons:
•

Too many variables can be costly in terms of processing time.

•

The time and monetary cost of having to gather more data.
14

•

It risks overfitting (using more noise than relevant data) the data to the model.

•

Reducing the number of variables can improve accuracy.

•

It increases the speed of training the model

In this paper three methods were used.

Method 1 - Variable Sensitivity
In the first method (Variable Sensitivity), the accuracy (percentage of correct predictions) was
calculated without each variable. There were 28 variables, so the algorithms were modified 28
times with 27 variables each and the accuracy without that particular variable was recorded.

The other two methods use probability value or p-value as a measurement to determine which
variables to remove and in what order. P-value is a test of significance. According to
Wikipedia, “[p-value] is the probability of obtaining test results at least as extreme as the results
actually observed during the test, assuming that the null hypothesis is correct.” A p-value of 0.05
indicates there is a 5% chance that one will reject a null hypothesis (a statement that two or more
things are unrelated or are equal) when it is actually true. A p-value that is less than or equal to
0.05 is generally accepted as significant by most statisticians.

Method 2 - Descending P-value
In the second method (Descending P-value), the p-value was calculated at the beginning and
ranked in descending p-value order. Each variable was removed one by one starting with the
highest p-value (i.e. the most insignificant value) until the logistic regression accuracy decreased
by 5-10%. The accuracy and accuracy variance was recorded after the removal of each variable.
15

Method 3 – Iterative Descending P-value
In the third method, Iterative Descending P-value, the p-value was calculated at the beginning
and after each successive variable was removed. The variable removed at each iteration was the
variable with the highest p-value from the previous iteration. The variable removal continued
until the p-value of all remaining variables were <= 0.05.

16

Section 4: Results

Figure 2 Box Plot of Appointment Variances

In Figure 2, the box plot represents the variances between the time scheduled and the actual
duration time of the appointment in minutes. Positive variances indicate that the appointment
was longer than what was scheduled and negative variances indicate shorter appointment times
than expected.
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Figure 3 Cancellations/No Shows During Business Hours

In general, business hours for the practice are from 8am to 5pm with lunch between 12pm and
1pm. Based on the bar graph of Figure 3, the most frequently cancelled/no show appointment
time is 1pm and second most is at 10am. On the flip side, those same times also have the highest
number of people showing up for their appointment which could indicate that those are the most
popular times for appointments.

18

Figure 4 Cancellations/No Shows By Day

In general, the office is open Monday through Thursday (the four Friday and Saturday
appointments represent emergency visits because they are closed on those days). In Figure 4, we
can see that the day that has the most cancellations/no shows is Thursday however, the number
of C/NS between the different days do not vary that much. The C/NS for each day are between
21.8% and 23.7% of the total number of cancellations with Tuesday having the highest
percentage.

19

Figure 5 Cancellations/No Shows by Month

One might think that the most popular month for cancellations/no shows would be December
because of the holidays. Interestingly though, the most popular month for C/NS turns out to be
June as shown in the graph of Figure 5. The higher C/NS in June is possibly due to vacations
and graduations. The least popular C/NS month is May.
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Figure 6 Cancellations/No Shows vs Three Different Demographics

In Figure 6, we can see the cancellations by decade of birth for males and females. Based on the
above graph, we see females born in the 60s have the most cancellations/no shows with 139 total
of the 3 types of appointments. This is 32% more than the females born in the 1950s (105 C/NS
vs 139) and 43% more than males born in the same decade of the 1960s (97 C/NS vs 139).

21

Table 1 Variable Statistics

Table 1 is a list of some of the variables that were used in the models. As previously mentioned,
the models used in this paper are Logistic Regression, K Nearest Neighbors, Support Vector
Machine, Feed Forward Neural Networks and Decision Tree.

Logistic Regression
Logistic Regression is a model used to find the relationship between one outcome that has only
two possible values and a set of predictor variables (all of which may be continuous,
dichotomous or catagorical) [17]. In the dataset, the dichotomous outcome is the “is_reg_appt”
variable. Logistic regression uses a logit function called Sigmoid Function to predict the
dichotomous or binary variable.
22

Sigmoid Function:
p = 1 / (1 + e –(x))

Logistic regression is considered a special case of the linear model and is therefore similar to
linear regression. The key differences between the two can be seen in Table 2 and Figure 7.
Linear Regression
Output is continuous

Logistic Regression
Output is discrete

Estimated with Ordinary Least Squares (OLS) Estimated with Maximum Liklihood
Estimation (MLE)

Follows Gaussian (or normal) Distribution

Follows Bernoulli Distribution

Table 2 Key Differences Between Linear and Logistic Regression

Figure 7 Graphs for Linear and Logistic Regression
23

There are three types of logistic regression-- Binary Logistic Regression (target variable has only
two outcomes), Multinomial Logistic Regression (target variable has 3 or more nominal
categories), and Ordinal Logistic Regression (target variable has 3 or more ordinal categries). In
this paper we use Binary Logistic Regression to predict whether the appointment is a
cancellation/no show or not. The Scikit algorithm defaults were used including the “lbfgs”
solver (Limited-memory Broyden–Fletcher–Goldfarb–Shanno algorithm).

K Nearest Neighbors
K Nearest Neighbors is a simple algorithm that classifies variables and predicts outcomes based
on a specified number of nearest neighbors either by the average or by majority vote on the
outcomes of the neighbors. K is generally an odd number in a binary classification in order to
prevent ties. In the Scikit algorithm the distance measures available are Manhattan Distance,
Euclidean Distance and Minkowski Distance.

Formula for Euclidean Distance:
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Figure 8 KNN Example

In Figure 8, the star is the new point and the KNN algorithm with an “n” of 5 would use the 5
closest points (enclosed in the dash circle). In this case if the algorithm was using a vote, green
circle would win. KNN performs better when there are a smaller number of features because the
algorithm requires more memory to store the entire training dataset to predict. Feature selection
and the number of neighbors are the two biggest influencing factors in the KNN algorithm. This
paper used the defaults of the Scikit Learn library including an “n” of 5 and Euclidean Distance
to measure nearness.

Support Vector Machines
Support Vector Machines (SVM) are used primarily for classification in supervised machine
learning [20]. SVM divides the dataset into two classes with a line or boundary. The distance
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between the datapoints and that boundary is called the margin. The goal of SVM is to maximize
the margin and create a very distinct and defined decision boundary.

Figure 9 SVM Hyperplane of Some of the Features Used in This Paper Classified as Either
Cancellation/No Show or Other Appointment

In Figure 9, the aglorithm attempts to make the margin between the two classifications,
Cancellation/No Show and Other Appointments as wide as possible. SVM uses all inputs and is
considered robust for a large number of inputs. In the algorithm, one can use the value “C” to
determine how wide the margin should be where a larger C would indicate a smaller margin or
less errors in the training data. The kernel is what transforms the input data into the required
format. The predictions in this paper used the defaults from Scikit and include the following
•

C = 1.0

•

Kernel = rbf

•

Gamma = scale

26

Feed Forward Neural Networks
Artificial neural networks (ANN) were designed to mimic the way neurons work in the human
brain[17]. In humans, the neurons process inputs received from various sources, processes the
information and reacts to the input. Similarly, in ANNs, a perceptron has one input layer and
one neuron. Each input node in the input layer represents the features/variables in the dataset.
Each input is multiplied by a weight, the results are summed and passed through an activation
function that process the information and gives an output. An ANN is a multilayer perceptron,
so the output of one layer would become the input to the neurons in the second layer[19]. In
Feed Forward Neural Networks (FFNN), the training works in the following sequence:

1. Input enters the network and proceeds through the network until it reaches the output
layer. The forward process produces a predicted output.
2. The predicted output is subtracted from the actual output and an error value (aka loss) is
calculated.
3. It then uses backpropagation to adjust the weights. Backpropagation is the process of
using the error value calculated in step 2 and adjusting the weights starting from the last
layer and continue backwards in the original path from step 1 until the backpropagation
reaches the first layer. It adjusts the weights in each layer based on how much each
“neuron” of that layer contributed to the error value. This contributing error is referred
to as the gradient of the loss function.
4. This continues until the error between the predicted and actual outputs is as small as
possible[18].
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Figure 10 Graphical Representation of FFNN Used in This Paper (3 hidden layers and 28
features/values)

Figure 10 is a graphical representation of this algorithm. The Multilayer Perceptron used in this
paper involved the use of Scikit-Learn’s MLPClassifier class with 28 features (initially), 3
hidden layers, 1000 iterations and the standard defaults. The defaults include the following:
•

Relu activation function

•

Adam solver for weight optimization

•

Constant learning rate

Decision Trees
Decision Trees are supervised learning algorithms that take on the structure of a tree through
decisions in the form of if statements that traverse various paths until it reaches a leaf (a node in
a tree with no children) which represents the outcome. The algorithm uses Attribute Selection
Measures (ASM) to determine which feature/variable is the best to split the dataset. The most
used measures to determine this are Information Gain (entropy) and Gini Index.
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Figure 11 Decision Tree Example With 4 Features

Information gain is measurement of how well a particular feature separates the training data into
the classification for the given dataset—which in this case is cancellation/no show or regular
appointment. In other words, it measures how “pure” the data is and the higher the information
gain the better the feature is.

Information gain = Entropy(parent node) – Average Entropy(children)

Entropy = -p log2 p – q log2 q where p and q are the probability of success and failure
respectively for each node
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The Gini index is a measuremennt that ranges from 0 to 1 and measures how dispersed the data
is with a value equal to 1 indicating it is pure and homogeneous[23]. To calculate the Gini for
for a single split:
1. Caluculate the Gini for subnodes by summing the probabilities of the success and
failure for each node (p2 + q2) where p is success and q is failure
2. Calculate the Gini for the split using the weighted Gini score of each node of that
split.

Figure 12 is a hypothetical example of the data:

Figure 12 Calculating the Gini on Hypothetical Split on Confirmation Status

Calculation of the Gini on the split on confirmation status:
30

1. Gini for sub-node Appt Not Confirmed = (0.25)*(0.25) + (0.75)*(0.75) = 0.63
2. Gini for sub-node Appt Confirmed = (0.17)*(0.17) + (0.83)*(0.83) = 0.72
3. Calculate weighted Gini for Split Appt Confirmation = (2/20)*0.63 + (2/20)*0.72 = 0.13

All the defaults in the Scikit algorithm were used, including using the Gini to determine the
attribute to split on.

Ensemble Learning
Ensemble Learning is the combining of two or more models that have learned from the same
dataset. According to Witten, the more prominent ensemble techniques are bagging, boosting
and stacking[24]. Bagging and boosting both combine algorithms that complement one another
such as combining several decision tree algorithms. Both combine them and use either a vote
(sometimes weighted) for classifications or an average for prediction. The difference is that
boosting is done iteratively and is based on the performance of the model that preceded it.

Stacking combines algorithms that are very different and also uses a vote. If the alorithms
perform comparably well, then it is okay to leave them unweighted. If the performance is
significantly different it’s giving equal weight to the vote even if one of the algorithms is less
reliable than the other ones. So, stacking takes into account, reliability with the concept of
metalearning. The metamodel or the level-1 model is fed predictions from the level-0 models.
The level-1 models is the one that combines the level-0 predictions and creates a final prediction.
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This paper uses the stacking version of ensemble learning in 2 forms. One is weighted and one
is non-weighted:

Figure 13 How the Ensemble Algorithm works

Variable Selection Results
Figures 14 - 22 are the graphical representations of the accuracy of each algorithm with each
variable selection method for both scaled and non-scaled variables. FFNN was separated into its
own graph because of the larger fluctuations in accuracy.
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Figure 14 Variable Sensitivity of Scaled Algorithms

In the Variable Sensitivity graphs, dips in accuracy indicate that the variable has an effect on the
accuracy of the algorithm. Those particular variables would be important to include in the
prediction algorithms. From Figure 14, we can see that there are two variables that have dips in
accuracy (in the majority of the algorithms) – “Number of Units” and “Confirmation Status”.
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Figure 15 Variable Sensitivity of Non-Scaled Algorithms

In Figure 15, we see that not scaling the variables causes larger variance fluctuations in the KNN
and Weighted Ensemble algorithms with the removal of each variable in the sensitivity method.
This is consistent with how KNN calculates distance. If the variables are measured in different
types of measurements and/or they vary widely, then it could cause big differences when certain
variables are dropped. The weighted ensemble would also be affected because it uses KNN as
part of its calculated prediction. If we look at the shape of the line, it has roughly the same
valleys and hills as the scaled algorithm but with deeper valleys.
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Figure 16 Variable Sensitivity of FFNN

As seen in Figure 16, the range of accuracy for FFNN varies much more than the other
algorithms and had to be displayed in its own graph. The fluctuations in FFNN (particularly the
scaled version) are due in part to how the weights are distributed across each “neuron” or
variable. When a variable is removed, the resulting weight distribution is completely different
from the weight distribution when it was in the network. The fluctuation lessened when I seeded
the weight distribution so that they were not weighted at random but it did not make the network
itself any less different with each variable removal.
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Figure 17 Scaled Algorithm Accuracy After the Removal of Each Descending P-value

With the Descending P-value selection method, we can see in Figure 17 that the accuracy
decreases significantly when “Number of Units” is removed. Based on this variable selection
method we keep “Number of Units” and all the other variables that remained including
“Confirmation Status”, “Confirmation Note” and “Cancelled Appointments”. Notice, also, the
steady progressive accuracy increase for KNN as more variables are removed. This indicates
that KNN’s accuracy is inversely related to the number of variables.
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Figure 18 Non-Scaled Algorithm Accuracy After the Removal of Each Descending P-value

In Figure 18, we see the non-scaled fluctuations of the Descending P-value method are similar to
that of the fluctuations in the non-scaled Variable Sensitivity method for Weighted Ensemble
and KNN. The difference here is that SVM’s accuracy appears relatively stable until the end and
the accuracy increases by more than 15%. This could in part be caused by the disproportionate
effect of that particular variable when it is not scaled as discussed in Section 2’s Data Scaling.

37

Figure 19 FFNN Accuracy After the Removal of Each Descending P-value

Once again, we see in Figure 19 large fluctuations in the FFNN algorithm. In Variable Sensitivity
the fluctuations were due mostly to how the weights were distributed among the neurons. Here,
the fluctuations are also caused by the same weight distribution issue but it is possible that as the
number of variables decreases it is also affecting the accuracy because the algorithm was still
called with the same number of neurons (3 layers 10 neurons in each layer). It would be possible
in future work to validate this by dynamically changing the number of layers and neurons when
using Scikit’s MLPClassifier.
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Figure 20 Scaled Algorithm Accuracy After the Removal of Each Iterative Descending P-value
Evaluation

In the last variable selection method, Iterative Descending P-value, we see in Figure 20 that there
is an initial decline after the fourth variable is removed, then remains relatively steady until 5
variables remained and it drops fairly significantly (12% average drop).
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Figure 21 Non-Scaled Algorithm Accuracy After the Removal of Each Iterative Descending Pvalue Evaluation

The non-scaled run of the Iterative Descending P-value method is less densely concentrated than
the scaled version which indicates greater accuracy disparities as seen in Figure 21. Even though
they are more spaced out, we see the same pattern of initial drop, (roughly) stable for some time
and then a large drop at the same point as we saw in the scaled version.
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Figure 22 FFNN Accuracy After the Removal of Each Iterative Descending P-value Evaluation

In Figure 22 we still see large variations in the FFNN algorithm with the Iterative Descending Pvalue method due to the same reasons mentioned in the Descending P-value method.
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Figure 23 The Highest P-values at the End of Each Iteration

In the third algorithm, Iterative Descending P-value, we see that the p-values become less than or
equal to 0.05 starting with “Table ID”. Based on this observation, the values that should be kept
are “Table ID”, “Confirmation Status”, “Confirmation Note”, “Cancelled Appointments”, “Age
In Months”, “Birth Year”, and “Year the Patient Record Was Entered”. “Table ID” is an
arbitrary number that was assigned to each record by the Pandas Library and was not kept by this
paper as a variable but the other 6 were used in this analysis.
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Table 3 Variables Identified By Each Variable Selection Method
In total, there were 7 variables identified across the three methods with “Confirmation Status”
being the only variable common among all three (see Table 3). “Age in Months” and “Birth
Year” were identified by the third method and are related. Both are used in this paper but
because they are closely related, it would have been more prudent to use only one. “Cancelled
Appointments” is the historical total number of appointments that the patient has cancelled at the
time the patient master records were retained (as opposed to the number of cancelled
appointments at the time the appointment was made). “Number of Units” is the amount of time
in minutes (in 15 minute increments) allotted to the appointment. The “Year the Patient Record
Was Entered” is in general an indicator of how long the patient has been going to the practice.
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Table 4 Accuracy of Each Algorithm When Using the Variables Identified in Table 3

After the variables were identified, the Algorithms were run again with just the variables
identified. In Table 4, the column labeled “All Variables Fr. 3 Methods”, is the accuracy by
algorithm when all 7 variables were used. The remaining 3 columns represent the 2, 4 and 6
variables identified by the Variable Sensitivity, Descending P-value and Iterative Descending PValue methods respectively. Based on Table 4 the Ensemble Weighted Vote algorithm
performed the best and the Non-Ensemble method that performed the best was Support Vector
Machine.
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Conclusion and Future Work
The research in this paper demonstrated five traditional algorithms and two ensemble algorithms
for predicting cancellations and no shows in a dental practice and three different ways for
identifying the best variables to use in the algorithms. The model that had the best accuracy
score was the Ensemble Weighted Vote algorithm. The best variables to use were between 2
(“Confirmation Status” and “Number of Units”) and 4 ( the first 2 plus “Cancelled
Appointments” and “Confirmation Note”) variables. In future work we plan to consider the
effect more training and less training data would have on predictions with the hold out data and
whether or not there is some sort of saturation point with training. We could also research other
algorithms to predict C/NS such as Naïve Bayes Classifier, Random Forest, Discriminant
Analysis, etc… to see if we could improve upon our prediction accuracy with the additional
algorithms. In addition to adding algorithms, we could further explore the current algorithms by
tweaking the default parameters (i.e. changing k in KNN and changing the number of hidden
layers and number of neurons in each layer for FFNN) for each algorithm. In terms of variable
analysis, we could use the Receiving Operator Curve (ROC) and its area as determinants of
performance at different thresholds. Another possibility for future research would be to survey
patients that C/NS and get feedback on what factors cause them to do so and if there are ideas
that would encourage them to keep their appointments similar to Lacy’s approach [9].

Based on the findings in this work, we would recommend that the practice under study, start to
maintain a record of what the appointment was, the time allotted for the appointment before it
became a Cancellation/No Show and the reason for the cancellation to see if that would make
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appointment type and number of units more significant variables. We would also recommend
evaluating the algorithms on new and more data.
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