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ABSTRACT

CLIENT-SIDE VIDEO COLORIZATION USING DEEP NEURAL
NETWORKS

By
Stanislav Kirdey
Master of Science in Software Engineering

In this thesis project we look at ways to utilize neural networks and computational
frameworks to perform automatic image and video colorization, with the focus on one
kind of deep neural network architecture – pix2pix. The project is aimed at modeling
colorization process using a deep learning framework called Apache MXNet, training
several neural networks on a set of colorful images and using the trained models in a
computer browser. The browser can perform image and video colorization in real-time.
All the project artifacts are documented and open sourced on the web [1].

vi

INTRODUCTION
This graduate project looks at the topic of automatic image colorization, that
could be extended to video colorization from a practical implementation perspective.
Image colorization is a broad problem in computer vision and harbors many different
solutions. One of the most popular ways to tackle the problem of colorization often
involves use of machine learning algorithms and deep learning methods. There are
several articles that were published recently on image and video colorization from
applied machine learning perspective, often providing state of the art algorithms and deep
neural network reference architectures to the readers. [2] [3]
The scope of this project is to look at image and video colorization in the
boundaries of a deep learning framework MXNet and deep neural network architecture
called pix2pix. [4] The importance of such project lays in the opportunity to share a
concrete, working example of automatic image colorization utilizing a pre-defined set of
tools, provide in-depth explanation of the deep learning concepts, and pave technical
foundation for advanced use-cases of video colorization.
This paper will introduce concepts of machine learning and deep learning, with a
quick overview of available deep learning techniques. After the overview of deep
learning and neural networks, the paper will focus on the specifics of several kinds of
deep neural nets: convolutional network, generative adversarial network and deep
convolutional generative adversarial network. The pix2pix conditional generative
adversarial network is presented. This paper will transition into the realm of symbolic
computation and computational frameworks such as MXNet that support the distributed
training of neural networks.
1

Finally, the paper will cover the project specifics, such as network design,
implementation details, metrics and examples of colorization. The paper will also review
open sourced project artifacts and transition into the challenges of the current work and
the opportunities to expand the project in the future. In the conclusion the paper will
reiterate the importance of deep learning techniques in computer vision and take a quick
glance at the project’s outcome and how it fits in the image colorization.
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Machine Learning and Deep Learning
Today, machine learning affects the lives of millions of people through its use in
medical, financial, scientific and other fields. Existing algorithms and techniques such as
linear and logistic regressions, support vector machines, principal component analysis,
neural networks and others are used to solve challenging tasks and problems.
The field of machine learning focuses on the possibilities of solving
computational problems without explicitly programming a computer to do such tasks.
Often, we can write algorithms to determine if an array is sorted, or if a system should
send out an email when a certain business process completed. But what if we want to
programmatically identify objects in a picture, or recognize spoken words, or classify and
dissect a sentence into parts of speech? Or even translate from one language to another,
with human like accuracy? If we want to solve these types of problems using computers
it becomes increasingly hard to write specific logic and code by hand. [5] [6]
Here machine learning comes to the rescue, where we supply labeled or unlabeled
training data, means to quantify learning performance - a sort of loss function, and
learning structure in terms of algorithms, computational graphs and neural networks. We
train a system and at some point, the learning algorithm becomes self-sufficient in
solving given tasks. There are three major categories in machine learning: supervised
learning, unsupervised learning and reinforcement learning.

Supervised learning
In supervised learning we supply training data with labels to the learning algorithm.
Labels help to define that a training example is of a certain category, quantity or state.
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For example, we can supply information related to a house, its zip code, square footage,
year built and label it with the price that it was previously sold, or currently on the
market. In this scenario we could train a model on a sample of data containing various
houses and various zip codes - and use it to predict a price of a house with specific square
footage. This is an example of a linear regression problem in supervised learning. [5]
We could have a slightly different situation – say we want to recognize the genre of a
song by submitting a numerical representation of the song to a trained machine learning
model. This is a perfect use case for a classification problem and a deep neural network!
The solution to this problem would still be based on supervised learning techniques,
where the training data of songs would be labeled with genres.

Unsupervised learning
This method in machine learning discovers hidden, underlying structure of
unlabeled data. Goals of unsupervised learning are to discover facts about data or group
the data points based on hidden or obvious relationships. [6] Unsupervised learning
usually doesn't get into the prediction of a future outcome. A good example of
unsupervised learning is text clustering which we can name as unsupervised
classification, where we can partition texts based on similarity or another metric.
There are many different algorithms in the field of unsupervised learning, some of
the popular ones are k-means clustering, principal component analysis and others. [5]
Unsupervised learning also includes several deep neural network architectures, such as
encoder-decoder networks, that we will discuss further in the pix2pix sub-chapter.
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Reinforcement learning
This is an area of machine learning that could help you train a computer to play
Atari games, control a helicopter or manage a financial investment portfolio.
Reinforcement learning (RL) algorithms focus mainly on maximizing cumulative reward.
[7] For example, if a computer gains a point in an Atari game, it would get a positive
reward or negative if it loses a point. The goal of RL is to choose actions that would
maximize future reward. Consider if the algorithm attempts to fly a helicopter, it would
learn to fuel the helicopter before the flight, so in the future the helicopter won't run out
of fuel and crash.
Although three main categories of machine learning tackle different set of
problems – all three heavily relay on deep learning and its techniques. In the next section
we will cover the concept of deep learning and neural networks, and how deep learning is
utilized across supervised, unsupervised and reinforcement learning.
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Deep Learning and Neural Networks
Deep learning is a subset of machine learning. Deep learning uses neural
networks that serve as universal function “approximators” [8] and help represent any
function or input of data. Neural networks are a family of algorithms that have a slight
connection with how a brain would operate and are inspired by biological neural
networks.
Neural networks (NN) help us cluster, organize and detect important features in
the data. The details that networks learn about the data can be used to perform
classification, prediction or some other machine learning task. Neural networks come in
different shapes, architectures and serve different purposes. At the same time, most
neural networks share several core traits – such as presence of input and output layers,
that would connect to hidden layers. The configuration of the layers and the way
information flows through them is what differentiates one neural network from another.
The flow of numerical data in an NN could go in one direction from input layers to the
output layers, as well as get into cycles at certain layers and move backwards. The first
layer - input – in most cases is just a proxy that transmits data to hidden layers. The nonlinearity that allows to approximate any function gets introduced at the hidden and output
layers via activation functions.
Based on the output of the hidden and output layers, neural network could adjust
its weights through a process called backpropagation. Backpropagation is a training
algorithm that uses an output layers’ error and a chain differentiation rule to adjust the
network’s weights to eventually minimize the output error. [9] Neural networks operate
on numerical input, whether we are dealing with text, images or numbers. More often
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than not, input data would require to be normalized before it could run through the layers
of a NN. [10]
There is no hard requirement on data normalization, but it is considered best
practice. For example, if we are processing data from an RGB image via neural network,
we first would normalize RGB values to a certain range, either 0.0 to 1.0 or -1.0 to 1.0,
and each input node would represent an individual pixel of the image. Thus, if we have
512 pixels by 512 pixels RGB image with 3 color channels, we would end up with 512 x
512 x 3 = 786,432 input nodes to the neural network. The information will be passed
from input nodes along with weights to the hidden layer nodes. Let’s take a look at the
Figure 1 below that shows us a typical node in a hidden layer.

Figure 1 - Node in a hidden layer of a neural network

Next to each input node there is a weight, usually randomly initialized and
adjusted during the training. The node body consist of the activation function that gets
applied on the summation of the product of inputs and weights that come into the node.
The node body produces an output, that could become input to another hidden layer’s
node.
Each node (neuron) in the hidden layer performs a dot product with the weights
and the input and applies an activation function that introduces non-linearity. There are
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several choices for activation functions, each with its own pros and cons. We will cover
relevant functions in the sub-chapter that covers pix2pix implementation details.
When we stack up layers with additional nodes in depth - we would get what is
called a deep neural network. A deep neural network would have several hidden layers
before reaching output, and the data, in some cases could flow in any direction.
A good example of a deep neural network is a feed forward neural network that is
mistakenly and commonly called multilayer perceptron. Perceptron’s were introduced by
Marvin Minsky and Seymour A. Papert [11] and were aimed at solving only linearly
separable functions, which is not the case with the feed forward net that is capable of
tackling non-linear problems. Figure 2 below shows an example of a deep neural network
with two hidden layers.

Figure 2 - Feed-forward deep neural network

In either style of architecture - shallow or deep, a network would represent "a
single differentiable score function" from the numerical input on one end to certain scores
on the other. What makes deep neural networks different is their ability to put all its
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depth to recognize different features and patterns and represent functions of increasing
complexity.
Today, deep learning is a popular approach in machine learning and AI to train
neural networks. Deep learning showed strengths in many different fields of artificial
intelligence, such as speech recognition, autonomous driving, image processing and
others. Deep learning algorithms allow to introduce a concept of experience, that can be
used by machine to build increasingly complex inferences and resolutions. [6]
Deep learning is a popular technique in the world of computer vision, image
processing and automatic image colorization, as it provides a flexible and accurate set of
algorithms and approaches to achieve outstanding results and accuracy. It is being used in
supervised, unsupervised and reinforcement learning areas. Supervised learning could use
deep neural networks to perform tasks like image recognition, road sign detection and
others. At the same time – unsupervised learning benefits from deep learning ability to
learn hidden features of the data. [6] Also, deep reinforcement learning showed its
potential when Google DeepMind’s AlphaGo algorithm won two games in a three-part
match against a human champion in the game of Go. This was a great achievement in the
field of artificial intelligence. [12]
Let’s continue the introduction to deep learning and look at important neural
networks that are essential for the task of automatic image or video colorization in a
unsupervised manner. We will cover the networks in the following order: convolutional
networks, generative adversarial networks (GAN), deep convolutional generative
adversarial networks (DCGAN) [13], and finally Pix2Pix [2] conditional generative
adversarial networks that are being used in this thesis project.
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Convolutional Networks
Convolutional networks are widely used in image processing and image
classification. Convolutional neural networks are specialized on processing data that has
grid-like structure and uses the mathematical operation of the same name in at least one
of the network’s layers. [14] The operation of convolution gives a smooth estimate by
applying integral on a real valued function times its weighted average. The mathematical
definition of the convolution is presented below in Figure 3.

Figure 3 - Convolution - mathematical operation

Convolutional layer consists of neurons, also called kernels or filters that have
initialized weights. Each neuron (kernel) would have the same depth as the input image,
in case of an RGB image, a neuron would be sized as N pixels ∗ N pixels ∗ 3 where 𝑁 ,
pixels would represent a small area of the input image. At each depth level, a neuron
would look at the corresponding depth channel in the input image and perform
convolution – it would slide a small window of N * N pixels over the image color
channel, perform dot product of its own weights and the corresponding numerical values
captured by the N * N area. Then the 3 filters for the 3 channels (red, green, blue) would
sum their results of relative elementwise product into a scalar, that will be added to the
filter bias and produce an entry in the flattened map which is a result of a convolution.
The meaning of the operation is to capture similarities between an image’s smaller area
and filter’s structure. This provides a way to detect common features in the image.
Convolution between a filter and an image area would produce single feature map.
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Let’s look at Figure 4 where filter convolves corresponding color channel of an
image and performs element-wise product to provide a result for an outgoing feature
map. This convolution allows to train filters to recognize certain edges and patterns of an
image, which is helpful to perform a classification task of colorization or image
recognition.

Figure 4 – Filters performing convolutions on 3x3 area, Image retrieved from
https://developer.apple.com/library/content/documentation/Performance/Conceptual/vImage/Con
volutionOperations/ConvolutionOpeations.html

Typically, next layer in a convolutional network would be a ReLU (Rectified
Linear Unit) and it basically transforms all negative input to 0. The output then becomes
a linear function with slope of 1 – as shown in the Figure 5. ReLU is technically an
activation layer and it introduces non-linearity to the network, it also helps to simplify
network computation, decrease the chance of a vanishing gradient and improves the
training speed. Vanishing gradient is a problem of having early layers of neural network
11

train hundreds time slower than late layers, due to the gradient value of early layers
become extremely small numerical values that changes in smaller and smaller
increments.

Figure 5 -Rectified Linear Unit activation function - f(x) = max(0, x)

Sometimes, a pooling layer might appear after ReLU. The purpose of pooling
layer in a neural network is to down-sample an input into smaller output. Pooling layer
slides through the input of the image looking at a smaller area subset of the original
image, similar to convolutional filter, and outputs a specific value out of each area region
as based on the pooling algorithm. After pooling all volume of the input, the pooling
layer outputs a smaller volume of the image for the next layer, which is often a dropout
layer. Dropout layers will be covered later in the pix2pix sub-chapter.
After a series of convolutions and pooling layers, the network could perform
certain tasks by utilizing a final activation function at the final output layer. In the realm
of image classification, the activation function could be sigmoid on the fully connected
output layer. In the image colorization for example, we are using the up-convolutional
layer and compute element-wise hyperbolic tangent, we will go over the details when we
talk about pix2pix architecture. Before we jump to the next network architecture, let’s
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look at the Figure 6 that shows how convolutional neural network’s activation maps
looks at the beginning of the network in the first convolutional layer, and more in depth
in the second and third layers accordingly. We can see that filters in the first layer learn to
recognize abstract edges and corners, while deeper filters get more specific and are able
to capture facial features.

Figure 6 - Convolutional neural network's activation maps. Image from
http://killianlevacher.github.io/blog/posts/post-2016-03-01/post.html

Generative Adversarial Networks
The concept of Generative Adversarial networks is straight forward - train two
multi-layer neural models at the same time: generative and discriminative neural
networks. Where "generative model can be thought of as analogous to a team of
counterfeiters, trying to produce fake currency and use it without detection, while the
discriminative model is analogous to the police, trying to detect the counterfeit
currency". [15]
In other words, the generator would attempt to produce a dataset with the aim to
trick discriminator to believe the data came from the training set, and the discriminator
would attempt to learn how to distinguish generator’s fake and training set’s real. Both
generator and discriminator networks could be trained with backpropagation, meaning
both networks will be differentiable functions that can be optimized at every layer via
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propagation of the last layer's error backwards all the way to the inputs using partial
derivatives – see Figure 7.

Figure 7 - Backpropagation. Image from https://sebastianraschka.com/faq/docs/visualbackpropagation.html

We simultaneously train generator and discriminator networks to maximize
discriminators’ ability to detect fakes and minimize generators’ error on producing real
like data.
The general pattern of learning when it comes to GAN is as follows:
•

discriminator learns what is real data via training iteration with real input
labelled as real.

•

discriminator learns what is fake data via training iteration where it accepts
fake data that is labelled as fake.
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•

discriminator does an attempt to classify a fake data that is being passed with
a real label, which produces an error that is used to minimize error of the
generator.

Figure 8 - Discriminator's gradient ascent

Discriminator is being trained via gradient ascent (see Figure 8) , which is instead of
minimizing loss function, maximizes it, so in the following notation the first term allows
discriminator to rate highly data that comes from real distribution, and rate poorly the
data that comes from the generator. And the generator's gradient descent tries to
minimize the probability of being poorly rated, the formula of minimization objective
displayed in Figure 9.

Figure 9 - Generator's gradient descent

Generative Adversarial Networks gained popularity in the field of image processing,
where convolutional layers in the generator and discriminator networks can be used to
teach neural networks to automatically generate images and perform pixel to pixel
translation. The architecture that allows to combine GANs and convolutional neural
networks is called deep convolutional generative adversarial network and is described
below.
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Deep Convolutional Generative Adversarial Networks (DCGAN)
Generative adversarial networks could be used to perform computer vision and
image processing tasks, and often get combined with convolutional neural networks.
Deep convolutional GAN network architecture was introduced by Radford et al in 2015
[13]. In DCGAN the layers of generator and discriminator are built in a way that allows
the use of common layers of convolutional neural networks, such as convolutional, batch
normalization and pooling layers.
In a DCGAN, both generator and discriminator modules utilize convolutional
layers to efficiently learn features of the images in the training set. Generator is usually
starting with a vector of 100 sampled numbers drawn from a uniform distribution and
moves the vector along its layers to produce an image via transposed convolutional layers
(sometimes called de-convolutions). The random numbers that generator uses are often
called Z vector, or latent variable. Below in the Figure 10 we can see how latent variable
gets transformed into an image by moving through layers of transposed convolution.

Figure 10 - DCGAN Generator’s architecture. Image from Unsupervised Representation
Learning with Deep Convolutional Generative Adversarial Networks (2015)
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A discriminator network in a DCGAN has somewhat reverse architecture of the
generator, where it would take an image as an input, move it through convolutional layers
and down sample it on its way to perform last layer’s activation and determine the
classification probabilities of the input.
For the purpose of colorization, we are going to use another network architecture,
that was inspired by DCGAN and GAN, which is called pix2pix. Pix2pix architecture
was published in a paper in 2016 by Phillip Isola et al [2] and gained a lot of attention in
the past several years. There are multiple architectural differences between pix2pix and
DCGAN networks and we will go over details of the differences in the next section
where we will cover pix2pix cGAN.

Pix2Pix
Pix2pix is a network architecture that allows the translation of one image
representation into another. The network uses convolutional layers and has a bit different
approach to generating output than DCGAN pattern, as it is based on conditional
generative adversarial network (cGAN) setup, which allows it to learn a conditional
generative model of the data.
Additionally, Pix2pix not only provides a way to learn the mapping for image to
image translation, it also automatically learns the loss function to perform the
mapping.[18] As cGAN can learn the loss function and data features on its own – the
applications that can utilize the network are diverse, and it was shown by the wide
adoption of the Pix2pix by artists, engineering and machine learning enthusiast. [4]
Pix2pix network architecture has several notable differences when it comes to the
layers of generator and discriminator network from conventional GANs. The generator
17

network is based on the encoder-decoder architecture, and specifically mentions U-net
[16] implementation of auto-encoder. In machine learning, encoder-decoder pattern
allows to compress (encode) data and reconstruct (decode) it on the output, which in turn
gives a way to represent features of the data with fewer variables without losing
important details.
To achieve translation of one representation of an image into another via
generator network - pix2pix utilizes an approach where observed image and random
noise get mapped to an output: 𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑜𝑟(𝑥, 𝑧) → 𝑦. Allowing the generator to see that
actual input is different from DCGANs. DCGAN’s generator network would only have a
latent variable as the input, without having any clue what the original image was. The
fact that the pix2pix’s generator can look at the training data makes it conditioned by the
image context.
Additionally, introducing U-net encoder-decoder in the pix2pix generator
provides a way to channel low level image information shared between input and output
layers via skip connections. The architecture of the U-Net auto-encoder is shown in the
Figure 11.
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Figure 11 - Reference U-Net encoder-decoder architecture with skip connections. Image from UNet: Convolutional Networks for Biomedical Image Segmentation (2015)

The objective of pix2pix network is similar to other GANs - train generator and
discriminator to achieve balance and real-like output from generator network. The
network also introduces L1 loss into the training, which means that the generator’s job is
not only to fool the discriminator, but also minimize the L1 distance with the ground truth
image. L1 loss minimizes the absolute difference between an estimated value and an
existing target value:

ℒ< (𝐺) = 𝔼@,A,B [‖𝑦 − 𝐺(𝑥, 𝑧)‖<]
The final objective of pix2pix network is

JNO
𝐺 ∗ = arg JKL
ℒQRST (𝐺, 𝐷 ) + 𝜆ℒX< (𝐺)
M P
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Pix2pix’s discriminator network uses PatchGAN classifier that penalizes image
structure by looking at smaller patches and tries to determine if a patch is real or fake. In
our particular implementation PatchGAN looks at 70 𝑥 70 pixel regions. At the output
layer PatchGAN classifier will produce 30 𝑥 30 𝑥 1 matrix where each cell will provide
probability whether the input was real or it was generated by the adversarial network.
One of the big differences between pix2pix and GANs is that pix2pix generator
and discriminator observe the original image. During the training, we would concatenate
real input with real output, or real input image with fake output - for discriminator to be
able to detect and penalize the fake structure based on the real image context.
In Figure 12 we can see a simplified process on how both generator and
discriminator of a pix2pix network work against each other, and that both networks
observe the input image that needs to be translated to a certain output.

Figure 12 - Training pix2pix cGAN. Image from: Image-to-Image Translation with Conditional
Adversarial Networks (2016)

The project’s implementation of pix2pix follows reference architecture with a few
adjustments for the colorization process. Both generator and discriminator modules
utilize several common layers, such as batch normalization and transposed convolution.
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Let’s go over pix2pix specific layers that we haven’t covered before: batch
normalization, transposed convolution, dropout and leaky relu.

Batch Normalization
The idea of batch normalization comes from the fact that if normalization and
scaling of the input values to a neural network does speed the training process, why not
repeat the normalization process at the hidden layers? Batch normalization lets a network
to reduce the effect of the changes in the weights to the numerical variance in the hidden
layers. Thus, the values in the earlier hidden layers become more stable and won’t change
drastically - which reduces that amount of change in the hidden layers closer to the
network output.
First thing batch normalization does is it normalizes output from an activation
function and applies arbitrary parameters to the data that would set new standard
deviation and mean of the data that is about to be passed to the next hidden layer. The
arbitrary parameters become part of the training process and are learned with
backpropagation. In the essence – batch normalization permits input values for the hidden
layers to be normalized, have close to zero average and about the same covariance, which
in turn helps the training algorithm find the local minimum faster. If the network decides
it needs different mean or variance for the batches of data – the learned parameters of the
batch normalization would facilitate the change. [9]

21

Transposed Convolution
Transposed convolution doesn’t reverse the convolution operation but yields a
way to reconstruct spatial information from a previous convolutional operation. For
example, if you applied convolution to a 5x5 input that resulted in a 2x2 image, we could
pass the 2x2 image through a transposed convolution to get a re-constructed 5x5 image.
The reconstructed 5x5 image is not identical to the original. This step does not inverse the
action of convolution. What happens here is the 2x2 image gets padded to be able to
apply convolution on it that would get a new 5x5 image.

Dropout
This layer utilizes a probability parameter to set individual elements of input vector or
matrix to zero. Non-zero elements would be scaled by 1/(1 – probability) to keep the
expected sum of the input unchanged. For example, the equation below shows one of the
many possible outcomes of applying dropout with probability parameter set to 0.5 to a
2x3 matrix, and demonstrates how non-zero elements get scaled and multiplied by
1/(1 − 0.5) = 2
1 2
𝐷𝑟𝑜𝑝𝑜𝑢𝑡 bc
1 2

3
2
d , 𝑝 = 0.5e => c
3
2

4
0

0
d
0

The main purpose of the dropout unit is to prevent neural network from over-fitting.

Leaky ReLU
This layer is being used in the project and it differs from ReLU just in one
instance - instead of thresholding values to 0 – it provides a small slope that brings
certain computational advantages and helps to prevent dying gradient, when neurons
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could become inactive. Leaky ReLU applies the following computation –
𝑓 (𝑥 ) 𝑎 ∗ 𝑥 𝑓𝑜𝑟 𝑥 < 0, 𝑓 (𝑥 ) = 𝑥 𝑓𝑜𝑟 𝑥 ≥ 0
where 𝑎 is a small constant. See Figure 13 for function graph visualization.

Figure 13 - Leaky ReLU

The architecture of the network that was used in the project is as follows: [2]
•

Generator network uses U-Net auto-encoder architecture that has following
layers in the encoder: convolution, batch normalization, non-leaky relu. The
decoder part of the U-Net would have transposed convolution layer instead of
the convolution and leaky relu in place of regular relu.

•

Discriminator network utilizes Leaky ReLU, Convolutional, Batch
Normalization activation function along with Sigmoid activation on the final
output layer.

Pix2pix’s architecture allows for a straight forward training with little to no
tuning, and utilization across many images to image translation problems, also the
network had been implemented using popular deep learning frameworks, such as
Tensorflow, MXNet and Theano. This let you re-use, adjust and refactor practical
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implementations to a specific use case in a framework of choice. In the next chapter we
will talk about specifics of deep learning frameworks and the concept of symbolic
computation.

Symbolic Computation and MXNet
There are many programmatic ways to build deep neural networks. It is possible
to write all necessary code by hand in an imperative way and utilize a CPU or GPU to
take on the training process. Many times, it is a reasonable approach when we talk about
training networks that would not require large amount of computation. But when we
come to the problems of speech or image recognition on a large scale, it would require a
distributed approach to the training as it would involve large amount of calculations of
thousands, or even millions of features.
Building neural networks by hand using imperative approach comes with natural
drawbacks – it becomes increasingly hard to optimize the computation, memory usage
and performance. This is where symbolic computational frameworks come in and help to
perform large scale machine learning in a multi-CPU or multi-GPU environment,
spreading calculations across various nodes on heterogeneous hardware. Also, utilizing
symbolic computation provides a room for in-depth optimization and memory re-use
during the training process.
Currently, there are several open-source symbolic computational frameworks
available, here are some popular names: MXNet [17] , Tensorflow [18], Theano [19].
Symbolic frameworks make it possible to establish complex and interconnected vector,
matrix or tensor computations as a graph of tensor operations. On a side note – a tensor is
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high dimension generalization of a matrix. We could group and compose operations with
fine granularity, which provide the means to invent complex calculation types without a
need to implement the calculations in a low-level language. The thesis project utilizes
Apache MXNet framework and its binding for Python programming language to build
out neural network and necessary training infrastructure. MXNet exists to facilitate
design and modeling of deep neural networks or any other machine learning algorithms.
MXNet simplifies large scale training as it includes out-of-the-box capabilities for
distributed and multi-gpu learning features [20], and it comes with robust and extensive
API related to image processing.
The fact that we could define the whole computation graph to use in the training
lets MXNet improve training performance by recycling memory at graph nodes or
managing dependencies between nodes. Also, the graph structure of the network or
another computation could be serialized, saved and transferred in a distributed
environment. [21]
The term MXNet stands for "mix-net" that is meant to blend advantages of
imperative and declarative programming, where declarations are used in building neural
network configurations, and imperative programming is applied in parameter updates and
debugging. In comparison with other frameworks, MXNet is a superset interface to Torch
[22], Theano [19] and Caffe [23].
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Deep learning using MXNet
When it comes to arrays and matrices in MXNet, the frameworks provide a
module called NDArray which is a multi-dimensional tensor that supports asynchronous
computations on a set of local or networked devices. We can load numerical data into the
array and perform mathematical operations on it. Also, MXNet has an ability to auto
differentiate a set of NDArray operations with a chain rule – which is an integral part of
the backpropagation algorithm.
When building neural networks in MXNet, we mostly look at its Symbol API in
order to configure, construct and connect network layers. Symbol API goes alongside
with NDArray, and supports matrix operations to perform computations, or connect
whole network layers with one another. A symbol is a node in a graph, it can represent
data or arithmetic operation, or a complex combination of both.
In order to build production ready machine learning service, we can extend the
dependency graph of the symbols to full layers of neural networks and introduce
interconnections between graphs. MXNet comes with a lot of predefined APIs to build
and train various configurations of neural networks, and a trained model can be
transferred to a mobile device via MXNet’s Amalgamation API. [24]
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Client-side video colorization
The previous sections of this report presented concepts and trends in machine
learning with deep neural networks. The next sections will present the details of this
project. The design and implementation, training metrics, project deliverables, examples,
and an analysis of challenges and future work will be discussed.

Design and implementation
The project has several goals:
•

Utilize pix2pix network, MXNet deep learning framework and Python to
build an application that would train neural network and perform video and
image colorization.

•

Colorize static images.

•

Build a client that would colorize images and video-streams real time in a
browser.

•

Collect metrics related to training and colorization, understand the deep
convolutional networks and provide insights on possible improvements to the
colorization process.

The implementation of the pix2pix network itself started as an adjustment of
existing MXNet models representing generative adversarial networks. Later, this project
adopted MXNet Gluon implementation of pix2pix where some refactoring was
performed to meet the needs of automatic image and video colorization.
The code-base is split into several modules, a network interface and a utility
functions that aimed to provide color space translations from RGB to LAB and back.
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These functions were built using MXNet NDArray data structure, unit tested and were
decoupled into a module that could be used in a variety of projects.
The LAB color space is often used in deep-learning based image colorization
algorithms. The main reason why LAB colorization is prevalent is due to its better
subjective quality of colorization – algorithms that are trained with encoded LAB
information produce color that is considered more realistic by human observers. Also,
Lab color gamut exceeds the ones of RGB or CMYK, and it is independent from devices
that display the color. Even though Lab space could produce an infinite amount of
possible color combinations, in the digital representation Lab values are absolute with a
set range.
In the project we take an RGB image and split it into a Lightness channel and 𝑎, 𝑏
color channels using CIE*Lab formulation. Lightness 𝐿 has a range from 0 to 100, where
0 is black and 100 is a diffuse white (Figure 14). The color channel 𝑎 that has a range
from -128 (~green) to +127(~magenta) and channel 𝑏 has a range from -128(~blue) to
+127(~yellow). Before attempting to train the pix2pix cGAN, the individual channel data
gets normalized to a range from -1 to 1.

Figure 14 - CIE*Lab color space. Image retrieved from
http://dba.med.sc.edu/price/irf/Adobe_tg/models/cielab.html
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In this particular case we use Lightness channel to form a grayscale image and
send it to generator's input, that would output 𝑎, 𝑏 color channels that we could
concatenate back with original lightness to obtain a colorized version of the image, which
we can send to discriminator for an evaluation.
Training of a pix2pix network happens in an unsupervised manner, where
network is capable to learn loss function and colorization features. What we need to
supply for the training is just a set of colorful images, the training module will perform
necessary conversion and normalization. For the purpose of training RGB images of size
256x256 were pre-compiled using MXNet utilities that allow to organize training and
validation set in a compressed, single file format.
The project’s code is written in Python language and is using several common
open source python libraries, such as
•

NumPy – Linear algebra computations on tensors ( http://www.numpy.org/ )

•

MXNet – Assembling training set, creating neural network and training it,
performing linear algebra computations ( https://mxnet.apache.org/ )

•

OpenCSV – Image and video processing ( http://opencsv.sourceforge.net/ )

•

Matplotlib – Visualization of plots and graphs ( https://matplotlib.org/ )

•

TensorBoard – Gathering metrics on the training (
https://github.com/dmlc/tensorboard )

•

Ipython – Data exploration, video colorization and image statistics (
https://ipython.org/ )

•

Pillow – Image processing ( https://pillow.readthedocs.io/en/latest/ )
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Source code responsible for training contains 1014 lines of code. Supporting
IPython notebooks, that were published as part of the project – vary in size and provided
visual way of explaining how training and colorization works. Also, IPython notebook
was used to perform colorization of video-streams that were captured from online and
USB web-cameras.

Training Metrics
The main training happened using just CPU computation and took a bit over 20
hours. The training set consisted of 212 256x256 images taken from a city-scape video.
The training process is as follows:
1- loading an image from the compressed image collection
2- converting image from RGB to CIE*Lab,
3- normalizing its value for neural network consumption,
4- splitting the values into L and a, b channels
5- feeding the image to generator network to produce fake image, feeding fake
image alongside real image to discriminator, updating both networks via
backpropagation.
The training was performed for 400 epochs, where each epoch would go over 212
images. Figure 15 is a plot of binary accuracy changes during the training of the
discriminator network, which shows network ability to detect fake and correctly predict
real data from the training set. We can see that the network slowly improves its binary
classification ability and would eventually move into 80 percent range.
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Figure 15 - Binary accuracy of discriminator’s network classification of real and fake images.
The graph is jittery as discriminator’s training statistics were reset to 0.5 binary accuracy each
one of 400 epochs. Y axis – binary accuracy. X-axis time in hours since the start of the training.

Project Deliverables
The project is implemented and published in the open-source, the following references have
active links to the project deliverables:

•

Project source code on Github [1].

•

IPython notebook demonstrating colorization, metrics and real-time video
colorization –
https://gist.github.com/skirdey/5e0c8214e064570bb8aeff9048fe113c

•

IPyton notebook that demonstrates how to connect MXNet with TensorBoard
to be able to collect neural network training metrics, such as accuracy or
gradient distribution https://gist.github.com/skirdey/8b9bd6cc20e958bc57e76004410f17ff
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•

IPython notebook that demonstrates usage of MXNet image data loader and
iterator https://gist.github.com/skirdey/21eaddb16704218451f067ce01364487

•

Python module call graph https://gist.github.com/skirdey/d185ac91f559ebe6a1cf0f419b0e7875#filemodule_calls_diagram-png

•

Generator’s U-Net architecture with 8 down-sample layers https://drive.google.com/file/d/1_ySjUK52jnBXah_8E1a27rThJMsPQ2a/view?usp=sharing

•

Colorization example of a video in offline mode – video file was downloaded
before colorization:
original file https://gist.github.com/skirdey/d185ac91f559ebe6a1cf0f419b0e7875/raw/391
de4e6626bfdff67ac13aef39eb9cf85a3e70a/city_30sec_256.mp4
colorized file –
https://gist.github.com/skirdey/d185ac91f559ebe6a1cf0f419b0e7875/raw/391
de4e6626bfdff67ac13aef39eb9cf85a3e70a/city_30sec_256_colorized.mp4

•

Real-time colorization via USB connected web camera - https://s3-us-west1.amazonaws.com/pix2pix/real_time_video_colorization_street.gif
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Examples
Below are some of the examples of colorization. The results need to be considered
in the context of the training of the pix2pix modules – the training set consisted only of
212 colorful RGB images of city views during the day - generator network was able to
capture features that are available in an image of a city street in a day light – trees, sky,
concrete, building color, sometimes taxi car color. Training the network with more depth
and on a larger set of data could teach generator to distinguish more features – also using
GPU during training could significantly speed up the process.
We will look at two different images in the examples section – real image and
colorized image. We will also look at RGB channels to be able to have clear
understanding of color distribution per channel. In order to clarify color distribution of
the fake colorization, there will be third image with increased color saturation, that could
help visually understand color mappings produced by the generator network. There also
will be examples of colorized frames extracted from video streams with a brief
description of results.
The image below (Figure 16) is taken on a personal phone and it was never part of
the training set. It is interesting to observe that the generator trained on about 200 images
of day street views of the New York city could partially generalize on an outside image.
We can see that generator was able to pick-up structure and color of the trees and some of
the sky. The image lost some of the saturation, as with limited training generator tends to
produce averagely correct colorization, being conservative on saturation. In the RGB
graphs we can see that colorized image lost the number of pixels on the red and blue
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channels. On the far-right side there is a fake colorization that undergone saturation to be
able to better see the result of color distribution.

Figure 16 - Real image on the left. Colorized on the right.

Figure 17 - Colorized with increased saturation.
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Figure 18 - Y axis: number of pixels of certain value. X axis: color value ranges from 0 to 255.
This figure provides RGB stats for the images in the Figure 16.

In the Figure 18 we can see the color distribution of the images shown in Figure
16. The color distribution is a bit different between two images, where we have slightly
less reds in the 0 to 100 range, and also colorized version has less blue values in the
whole 0 to 255 range.
The Figure 19 shows several frames from a real video stream and its colorized
version. Example of the video colorization is available in the project’s GitHub repository
(link). Interesting observation is that colorized version has blue sky, due to the fact that
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all the pictures in the training set have the sky and clouds usually seen during the day
light hours. The same observation can be seen in the RGB metrics ( Figure 20), there are
less pixels in the red channel and a bit more pixels in the blue channel of the colorized
image. The colorized picture is an example of the image-to-image translation process.
This particular case shows translation of a dusk image into a dawn or early morning.

Figure 19 - San Francisco at dusk. Offline colorization of an mp4 file. Left – real. Right –
colorized.
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Figure 20 - Y axis: number of pixels of certain value. X axis: color value ranges from 0 to 255.
This figure provides RGB stats for the images in the Figure 19.
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Below are some of the examples of frames taken out of the result of real-time video
colorization. The video stream from a USB web-camera was processed frame by frame
via generator and was written to a video file and displayed on the screen. On the left side
is real image from the stream, and on the right is fake colorization. The bottom right
picture shows colorization artifact that appeared during fast movement of the USB webcamera.

Figure 21 - Real - left. Colorized - right
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Challenges and future work
There were many challenges during the project. The world of deep learning is vast
and the touches a lot of dimensions - computer science, probability, statistics, 2d and 3d
graphics. On top of complexity of deep learning, the computational frameworks that
allow to train and utilize neural networks come with own set of unknowns, new
nomenclature and concepts. A lot of time was spent on learning the theoretical concepts
and getting familiar with the tools.
The project scope was to utilize MXNet framework to train a deep neural network
that could colorize images. This was done by creating two versions of pix2pix network –
utilizing MXNet Symbol API and MXNet Gluon interface. The former network was
deprecated in favor of Gluon’s implementation that was adopted from another open
source project. The network had to be adjusted to fit the training needs and to be able to
colorize images of a particular size.
Another deliverable and challenge was to train the network effectively to be able
to test image and video colorization. The trial and error process was taking a considerable
amount of time as the slight changes in the network or training design would cause a retraining process, that could take several hours. After the network was successfully trained
it came to the phase of testing the quality of colorization and assessing feasibility of realtime video colorization.
For the video colorization process on a client device - the straightforward choice
was to implement portable code in Python that could re-use existing modules from the
training project and perform colorization in browser. The process of LAB colorization
required the implementation of a library that would convert RGB into CIE*Lab space, the
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code for the conversion was re-written from Tensorflow implementation to MXNet
NDArray’s based module.
The project proved to be a great learning opportunity and gave an insight into
such topics as neural networks, backpropagation, convolutional neural networks,
generative adversarial networks and so much more. As seen, colorizing video is definitely
possible in real-time, by hosting a pre-trained model on a client device or in the webbrowser process memory and optimizing frame by frame image processing.
Currently, there is minimal research done in the field of real-time video
colorization, which might definitely switch in the future - as it is a promising technique
that might allow to reduce data load and improve visual experience of video consumers.
Modern mobile hardware comes with powerful GPUs that are exposed via parallel
processing optimized APIs. For example, Apple released Core ML [25] for mobile
devices, that uses Apple's Accelerate framework which contains C based APIs for fast
vector and matrix operations. Android devices as well come equipped with highly
optimized library for real time computation called RenderScript [26]. The tendency to
bring high-performance computation to handheld devices is obvious and is well
supported by the manufacturers, which will most definitely fuel future research in clientside optimized use of neural networks.
There are several outstanding topics that this project could have covered if the
time would permit. First, introducing incremental real-time network training from
device's camera video stream. This would partition the training into short bursts, and
could also allow distributed training, consuming streams of images from various clients
in batches, or using streams of videos from social networks like Instagram.
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Second, it would be beneficial for the project to compare performance of
colorization on various devices and using different machine learning frameworks. It
could help to establish performance baseline and provide useful metrics to the
community.
Third, investigating possible changes to Generator's network architecture to
improve performance on sequential video streams could give great insight into the
processing of temporal image data. There are different possibilities to introduce recurrent
neural networks and Long Short-Term Memory network layers in the Generator's stack to
learn temporal sequences and temporal relationships that could, theoretically improve
transition of colorization on changing video frames.
Fourth, colorization metrics are needed to determine the quality of the
colorization. Measuring RGB Euclidian distance might be numerically right choice, but it
might not be able to cover aspects of human perception of the colors. Using metric like
Delta E adapted for a whole image from single pixel to pixel comparison could provide a
measure of the change in the visual perception of colorization. [27]
Fifth, there is promising work done by NVidia to adapt pix2pix architecture to
produce high definition image to image translation. The results of NVidia’s pix2pixHD
network are photorealistic, and the network modules can be trained and used on a
consumer grade GPU with at least 12 gigabyte of video memory. [28] [29]
Also, it would be great to implement an actual colorization application on a
mobile device. It is definitely possible to achieve, for example we could use iPhone along
Apple’s CoreML library, that allows native usage of neural networks on mobile devices.
The application could perform colorization or other image-to-image translation tasks on
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device video stream that would be sent through a pre-trained neural network. This is
possible to achieve with an optimized model that would contain only layers that are
support by CoreML API. MXNet allows the conversion of its trained models into various
different formats, including CoreML format. This means we can utilize powerful
distributed computing in order to train the network and later move it to a handheld device
that could perform video colorization, frame by frame, in real time.
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Conclusion
Deep learning, convolutional networks and generative adversarial networks are
state of the art techniques in the field of image processing, that serve as foundation of this
project. The goal of the project was to understand deep learning and implement a
computer vision system that could automatically colorize video streams and static
images. Also, the project served a purpose of a practical and real-life demonstration of
deep learning techniques.
The project in conjunction with thesis report serves as a practical and theoretical
introduction into deep neural networks and popular computational framework MXNet.
The project successfully adopts open-source tooling in the field of machine learning and
implements a working solution for image colorization and client-side video colorization
in a web browser. The project also provides guidance and ideas on how the work can be
expanded to mobile devices in order to build real-time mobile applications capable of
handling colorization and image to image translation solely using mobile computational
resources.
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