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ABSTRACT
MACHINE LEARNING BASED APPROACH TO DETECTION OF ADVERTISEMENTS
AND TRACKERS
By
David Van
Spring 2018
The internet in the span of two decades have changed drastically, with the proliferation of
online services such as social networking sites and mobile applications. End-users of these online
services often want these services for free, leading to a rise in the use of online advertisements
and trackers within these services. Often times, these online advertisements and trackers go
beyond what is acceptable in terms of privacy and user experience. There is existing software
that can address these issues, but these software are often held back by rapid changes in the area
of online advertising and tracking, leading to ineffectiveness. In our approach, we aim to block
online advertisements and trackers by learning the characteristics of the traffic itself on a packet
level, leading to more robust detection of online advertisements and trackers. Our research will
focus on mobile applications and mobile network traffic as it is an area where online
advertisements and trackers roam rampant.
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INTRODUCTION
The birth of the internet created a multitude of opportunities for money to be made. The
growth of internet advertising companies has made it easier for businesses to offer their services
for a very low cost or even free. The revenue, over the years, has increasingly come from the
consumer’s loss of privacy. As online advertising becomes more targeted, internet advertising
companies continue to find new ways to extract more data from the user to profit from.
The sight of advertisements online and the possibility of being tracked have prompted
many users to find ways to block these online advertisements and trackers. Over the years,
browser add-ons, such as Adblock Plus, uBlock Origin, and Privacy Badger, have exploded in
popularity, in many parts due to the invasiveness of online advertisements and trackers. Online
advertisements, especially poorly designed ones, often block content on the screen, while online
trackers often follow users around, recording sites a user visits and actions a user performed in
the hopes of showing users advertisements that are relevant to them in the future.
With the growing popularity of mobile devices, advertising companies have expanded to
include mobile advertising and tracking. Unlike advertisements and trackers in the browser,
mobile-based solutions are more entrenched; advertising code is compiled into the app and is
much harder to block since typical end-users cannot touch app internals easily [11], [13].
In this paper, we will present a novel method for blocking online advertisements and
trackers, utilizing machine learning to classify packets, with a focus on the applicability of this
method on mobile devices. Popular browser add-ons, such as Adblock Plus, uBlock Origin, and
Privacy Badger, utilize blacklists to block advertisements and trackers from ever loading [4], [6].
Mobile-based blockers utilize host file blacklists to block traffic [12].
5

There are disadvantages to a blacklist-based system, including lack of timely updates and
the need to subscribe to multiple blacklists when content isn’t blocked in default blacklists. Our
novel approach deals with the problem of needing to have multiple blacklist subscriptions in
traditional blacklist-based blocking and does not need to be updated constantly in order to be
effective. By conducting machine learning on packets, we are able to classify internet traffic
before that traffic arrives at the destination, leading towards more effective blocking of online
advertising and tracker traffic on any platform where packets can be directly analyzed.
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BACKGROUND AND RELATED WORKS
As a way to provide services for free, many companies opt to include online
advertisements in their products. One of the earliest examples of online advertising is the
clickable banner ad. HotWired began selling banner advertisements to many corporations
starting in 1993. Later on, DoubleClick developed a method of tracking users’ browsing patterns
using cookies, which is then used to present relevant advertisements to the user. The use of
cookies in online advertisements and trackers is considered by some as a privacy violation.
Government organizations, such as the FTC (Federal Trade Commision), have set guidelines as
to how long until a cookie expires and what data may or may not be collected [6]. Nowadays,
online advertising is not just on the internet, but also on mobile applications people install onto
their smartphones [10], [11].
Apart from invading privacy, online advertisements are often viewed as an annoyance by
users of online content and services [6]. Advertisements can come in many forms, such as
text-only ads, banner ads, and pop-up ads. Advertisements can also play unwanted music,
obstruct text, and even obstruct the entire page, making it difficult for a user to access content
relevant to their needs [7]. Another annoyance comes in the form of relevant advertisements, also
known as “tailored ads.” Websites nowadays are increasingly deploying the use of trackers in
order to provide more tailored experiences to an end-user. Relevant advertisements, or “tailored
ads,” are advertisements that are pertinent to the contents of a page or a user’s browsing history
[8]. On mobile devices, advertisements and trackers can be seen causing battery life to drop [12].
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As a result of these annoyances, many methods and programs have been introduced to block
advertisements and trackers [4], [6].
Modern online advertisement and tracker blockers employ various different methods.
These include methods ranging from regular expression lists to DNS-based blocking to even
interception proxies [4]. Browser-based add-ons are one of the most popular ways used today to
block advertisements and trackers [1], [2], [4]. Many popular ad-blockers today, such as Adblock
Plus and uBlock Origin, use regular expression lists. These regular expression lists can include
regular expressions that match URI (Uniform Resource Identifier) patterns, CSS (Cascading
Style Sheets) tags, and more [4]. These work well, but have the downside of needing to be
constantly updated, and is difficult to maintain [1], [2]. Newcomers to this area have employed
heuristics-based approaches to this problem. One browser add-on, Privacy Badger, uses this to
great effect [8], [9]. Instead of shipping with a default blacklist, Privacy Badger’s blacklist is
user-generated based upon how many times a cookie is read as a third party [9]. Yu et. al
proposed a k-Anonymity-based approach in which the query string part of an HTTP (Hypertext
Transfer Protocol) request is parsed and sent to be analyzed. If elements of the query string that
is analyzed does not seem to be in common across other user’s query string data, hence it appears
to be unique or shared with a small number of users, it is considered “unsafe” and
privacy-invading; otherwise it is considered “safe” and common, meaning it would be difficult to
extract meaningful information about a specific user [8]. Another type of blocking is done
through the use of host files. A host file blacklist is used to redirect hostname lookups to
localhost, preventing the accessing of the host specified [12].
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The notion of blocking online advertisements and trackers using feature-based methods
(often machine-learning based) is not new [1]. In 1999, Kushmerick introduced an ad blocker
called AdEater, which utilized the C4.5 algorithm to block [2], [5]. This experimental ad blocker
analyzed the HTML (Hypertext Markup Language) content in the page, looking specifically for
anchor tags and image tags. It then extracted features such as aspect ratio for images and
keywords from text [5]. AdEater’s primitive approach would rarely work in today’s modern web
as it only handles static content constructed in a pre-defined way. Today’s web content is
dynamically loaded, most often using JavaScript or Flash [2]. To block advertisements and
trackers loaded dynamically, modern approaches today not only look at static content, but also
network requests.
Bau et al. [1] proposed a machine-learning based approach to detection of trackers by
analyzing the DOM (Document Object Model) tree layout and also by analyzing the HTTP
requests. By analyzing both the DOM tree layout and the HTTP requests, it is possible to block
unwanted network requests before any sensitive data is sent to trackers [1]. Bhagavatula et al. [2]
proposed a machine-learning based approach in which the URL (Uniform Resource Locator) has
varying features extracted from it. Keywords, symbols in the URL, and other features related to
the content on the page were used as features. While URLs testing negative for advertisement
and tracker traffic will appear to have a relatively simple structure, those that test positive might
be complex in structure, containing information such as size of advertisements, data collected
from the user, and more [2]. Gugelmann et al. [3] proposed a machine-learning based approach
where statistical HTTP traffic features, such as number of requests and size of bytes transferred,
were analyzed. These features are then used to compliment existing advertisement and tracker
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blocking software such as Adblock Plus. By learning what characteristics of HTTP traffic could
be classified as advertisements or trackers, this method ensures that even if blacklists are
outdated, the advertisement and tracker blocking software will continue to work as intended [3].
On mobile, specifically Android, advertisements and tracker blocking is much harder to
achieve. This is because advertising and tracking are done through advertising libraries, hereby
referred to as “AdSDKs.” AdSDKs are compiled alongside the mobile app, making it difficult to
decouple ads and trackers from the mobile app itself [10], [11]. AdSDKs inherit privileges from
the host app; as such, it is possible to extract sensitive information and device identifiers if a user
unknowingly gives permission. AdSDKs typically receives ads as HTML, JSON, or XML using
HTTP GET requests and displays these ads in an isolated WebView, a small embeddable web
browser. Information such as device identifiers and location data is typically sent back using
HTTP POST requests [10].
There are many different ways to block advertisements and trackers on Android,
including the use of host files and browser add-ons such as AdBlock [13]. There are also other
methods, such as NoRoot Ad-Remover Lite, that involve turning off network connectivity [13].
Pan et al. [13] proposed a way of removing advertisements by performing code analysis on
Android executable bytecode and replacing functions that performed the work of loading ads.
Apart from being an annoyance, advertisements and trackers drain battery life on mobile
devices, impacting the end user’s experience. Rasmussen et al. [12] observed measurable power
savings after blocking advertisements and trackers on mobile devices.
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METHODOLOGY
In this section, we will explain how data is collected and how that data is processed. We
will also explain how training is performed and what classifiers were considered.

PACKET COLLECTION
Collection of internet traffic was done through a network of volunteers who agreed to
install a mobile network monitor application, NetGuard, onto their Android smartphones. Once
installed, network traffic is collected and dumped into a PCAP (Packet Capture) file for easy
processing. Since packets do not contain any information on what domain was requested at the
time of sending, we are required to keep a map of IP to Domain for each device as geographic
location and latency is taken into account when selecting the appropriate server to connect to.
NetGuard keeps this information in a SQLite database on-device, which is extracted along with
the PCAP file for later processing. Data was collected at least once for 4 months from 6 different
people at various stages throughout the data collection period. Over 3.5million packets were
collected.

PROCESSING OF PCAP FILE AND SQLITE DATABASE
After the PCAP files were collected, we used Wireshark to extract headers from each
packet. The information extracted from each packet includes information on the packet’s length,
IP (Internet Protocol) version, the source IP address, the destination IP address, the source port,
the destination port, and if the packet was considered SSL traffic or not. This information was
extracted to a CSV (comma-separated values) file for processing in Python. We also processed
11

the SQLite database that was also collected along with the PCAP file. We executed a SQL query
that resulted in a new table being returned, where one column was the distinct IP address and the
other column was the hostname associated with that IP address. We converted this table to a map
of IP Address-to-Hostname for easy look-up later on.

FINDING THE SOURCE OF TRUTH: BLACKLISTS
In order to have a source of truth, we used a hostname-based blacklist and a
domain-based blacklist from GitHub user notracking [14]. These blacklists are specifically for
blocking advertisements and trackers. We used this specific set of blacklists because of its scale,
comprehensiveness, and availability of regular updates. We processed and extracted each
hostname and domain name into a set for easy look-up later on.

PROCESSING OF TUPLES AND MAP
We then load the CSV file into memory and turn each row of the CSV file into a tuple,
where each row’s columns are an entry in an n- tuple, where n is the number of columns. At this
stage, each tuple represents a single data point, with n features. For each tuple, we look up the
hostname of the IP addresses using the IP Address-to-Hostname map created before. We also
perform a local hostname lookup when there is no entry for an IP in the map, though this usually
returns a CDN-backed hostname which does not show up in the blacklist because it is specific to
the user’s region. Once this is done, we can extract the length of the source and destination
hostnames and how many levels deep the hostnames are (e.g. foo.bar.baz.qux.com is depth 5).
We also extract the IP version and packet length from the tuple. Source ports and destination
ports are also extracted from each tuple along with the SSL flag. We also calculate overall
12

frequency of source and destination IP addresses (i.e. what percentage of the entire dataset
contains this specific IP address) in the entire dataset along with overall frequency of source and
destination ports in the entire dataset. Furthermore, we calculate a per-IP source and destination
port frequency. Overall, we produce a new array, hereby called an observation or an instance,
with 15 features (packet length, IP version, source hostname length, source hostname depth,
destination hostname length, destination hostname depth, source port, destination port, SSL flag,
overall source IP frequency, overall destination IP frequency, overall source port frequency,
overall destination port frequency, per-IP source port frequency, and per-IP destination port
frequency) for each precursor (PCAP) tuple. Each observation is then assigned a label using the
blacklist mentioned before. If the source or destination hostname is in the blacklist, the label of
“Ad/Tracker Traffic” is assigned; otherwise, the label of “Regular Traffic” is assigned.

REMOVING DUPLICATES
Before conducting training on our list of observations, we first remove any duplicate
observations. This is done by comparing each observation against the others. If an observation
matches exactly with other observations, meaning all of its features and label are equal to other
observations in the list, it is considered a duplicate and removed until only one copy exists. We
do this by putting our tuples into a set.

TRAINING
Training was done using the scikit-learn library. This library was chosen for its
ease-of-use, maturity, and availability of online help.
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Once duplicates are removed, we are left with a unique set of observations. We split this
set into a training set and a testing set; specifically, we use a 75-25 split resulting in 75% of the
dataset being used to train classifiers and 25% of the dataset being used to test the classifiers.
During training, we experimented with using balanced class weights and without using
balanced class weights wherever possible. Balanced weights are calculated as follows:
weightclass =

total sample size
total number of classes * sample sizeclass

CLASSIFIERS
We experimented with a number of different classifiers, ranging from a logistic
regression classifier to a decision tree classifier. This was done in order to compare performance
(in terms of accuracy), and also to understand what types of classifiers work best with network
traffic.
We stuck with many of the default parameters for the various classifiers in scikit-learn.
When necessary, parameters were tweaked.
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RESULTS
After running preliminary tests, we discovered that our dataset is immensely imbalanced, which
affects classifier performance. This data is representative of normal mobile network traffic data
since regular traffic far outweighs the amount of ad/tracker traffic. Wherever possible, we will
balance the classes as described above in the methodology section since it generally results in
better classification performance.

Figure 1: Confusion Matrix for Decision Tree (Balanced) with 5 features considered. These are
raw numbers (unnormalized), which show the size of the test dataset, and the raw number of true
positives and true negatives along with false positives and false negatives.
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Figure 2: Confusion Matrix for Decision Tree (Balanced) with 5 features considered. These are
the normalized results, showing true positive and true negative rates along with false positive and
false negative rates.
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Figure 3: Confusion Matrix for K-Nearest Neighbor (k = 1) Classifier with 5 features considered.
These are raw numbers (unnormalized), which show the size of the test dataset, and the raw
number of true positives and true negatives along with false positives and false negatives.
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Figure 4: Confusion Matrix for K-Nearest Neighbor (k = 1) Classifier with 5 features considered.
These are the normalized results, showing true positive and true negative rates along with false
positive and false negative rates.

Decision tree classifiers generally performed the best overall across different set of
features. Even with low amount of features, decision tree classifiers are able to distinguish
between regular traffic and ad/tracker traffic better than other classifiers as seen in Figures 1 and
2, and Figures 3 and 4 above. Decision trees are known to work well when a dataset contains
noisy data and small amounts of features.
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Figure 5: Confusion Matrix for Logistic Regression Classifier (Balanced) with 10
features considered. These are raw numbers (unnormalized), which show the size of the test
dataset, and the raw number of true positives and true negatives along with false positives and
false negatives.
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Figure 6: Confusion Matrix for Logistic Regression Classifier (Balanced) with 10
features considered. These are the normalized results, showing true positive and true negative
rates along with false positive and false negative rates.
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Figure 7: Confusion Matrix for Logistic Regression Classifier (Balanced) with all
features considered. These are raw numbers (unnormalized), which show the size of the test
dataset, and the raw number of true positives and true negatives along with false positives and
false negatives.
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Figure 8: Confusion Matrix for Logistic Regression Classifier (Balanced) with all
features considered. These are the normalized results, showing true positive and true negative
rates along with false positive and false negative rates.

The logistic regression classifier tends to do well when the dataset is linearly separable.
In Figures 5 and 6, we can see that the balanced logistic regression classifier is having a hard
time classifying data using the given features. If we consider all features, as seen in Figures 7
and 8, we see very little change in the performance of the classifier. This indicates that many of
the features that were added don’t contribute a lot in terms of separating the data.
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Figure 9: Confusion Matrix for Logistic Regression Classifier (Balanced) with 5 features
considered. These are raw numbers (unnormalized), which show the size of the test dataset, and
the raw number of true positives and true negatives along with false positives and false
negatives.
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Figure 10: Confusion Matrix for Logistic Regression Classifier (Balanced) with 5 features
considered. These are the normalized results, showing true positive and true negative rates along
with false positive and false negative rates.

If we narrow down the features to only packet size, and overall IP and port frequencies
for both source and destination, we find that we are able to successfully identify ad/tracker
traffic, at the expense of mis-identifying regular traffic as ad/tracker traffic (see Figures 9 and
10). Our recall for ad/tracker traffic is high while recall for regular traffic is low. Conversely, the
precision for ad/tracker traffic is low while precision for regular traffic is high. This tells us that
our regular traffic is very similar to our ad/tracker traffic when taking only these 5 features into
account.
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Figure 11: Confusion Matrix for Logistic Regression Classifier (Balanced) with 9 features
considered. These are raw numbers (unnormalized), which show the size of the test dataset, and
the raw number of true positives and true negatives along with false positives and false
negatives.
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Figure 12: Confusion Matrix for Logistic Regression Classifier (Balanced) with 9 features
considered. These are the normalized results, showing true positive and true negative rates along
with false positive and false negative rates.

To better distinguish regular traffic from ad/tracker traffic using the logistic regression
classifier, we need to take into account different features. Figures 11 and 12 shows a logistic
regression classifier that takes into account all of the features from Figures 9 and 10 and adds
features related to hostname length and depth. With the added features, we are able to better
classifier regular traffic correctly. This indicates that hostname features play a significant role in
the separation of regular traffic and ad/tracker traffic. However, with this change, we have a
higher false-negative rate with ad/tracker traffic. This indicates to us that our ad/tracker traffic
isn’t linearly separable.
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Figure 13: Confusion Matrix for k-Nearest Neighbors (k = 1) Classifier with 5 features
considered. These are raw numbers (unnormalized), which show the size of the test dataset, and
the raw number of true positives and true negatives along with false positives and false
negatives.
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Figure 14: Confusion Matrix for k-Nearest Neighbors (k = 1) Classifier with 5 features
considered. These are the normalized results, showing true positive and true negative rates along
with false positive and false negative rates.
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Figure 15: Confusion Matrix for k-Nearest Neighbors (k = 1) Classifier with 9 features
considered. These are raw numbers (unnormalized), which show the size of the test dataset, and
the raw number of true positives and true negatives along with false positives and false
negatives.
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Figure 16: Confusion Matrix for k-Nearest Neighbors (k = 1) Classifier with 9 features
considered. These are the normalized results, showing true positive and true negative rates along
with false positive and false negative rates.

This is confirmed when we view the results (Figures 13 and 14) for the k-Nearest
Neighbors classifier with k = 1. We observe that even with the same 5 features as seen in Figures
9 and 10, we are able to classify most of the regular traffic correctly. When viewing ad/tracker
traffic, we encounter difficulties classifying it. We observe better results (Figures 15 and 16) by
using the same 9 features as seen in Figures 11 and 12, but continue to run into the problem of
misclassifying a significant portion of ad/tracker traffic as regular traffic. Increasing k, the
number of neighbors considered, only worsens this issue, confirming our data overlap.
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Figure 17: Confusion Matrix for Decision Tree Classifier (Balanced) with 5 features considered.
These are raw numbers (unnormalized), which show the size of the test dataset, and the raw
number of true positives and true negatives along with false positives and false negatives.
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Figure 18: Confusion Matrix for Decision Tree Classifier (Balanced) with 5 features considered.
These are the normalized results, showing true positive and true negative rates along with false
positive and false negative rates.
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Figure 19: Confusion Matrix for Decision Tree Classifier (Balanced) with 9 features considered.
These are raw numbers (unnormalized), which show the size of the test dataset, and the raw
number of true positives and true negatives along with false positives and false negatives.
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Figure 20: Confusion Matrix for Decision Tree Classifier (Balanced) with 9 features considered.
These are the normalized results, showing true positive and true negative rates along with false
positive and false negative rates.

As stated earlier, the best overall performing classifier is the decision tree classifier. In
Figures 17 and 18, by using the same 5 features as in Figures 9 and 10 and Figures 13 and 14, we
achieve almost perfect precision and recall for both classes in our dataset. If we consider the
same features as shown in Figures 11 and 12, we dramatically reduce the number of false
positives and false negatives (see Figures 19 and 20).
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Figure 21: Confusion Matrix for Gradient Boosting Classifier with all features considered. These
are raw numbers (unnormalized), which show the size of the test dataset, and the raw number of
true positives and true negatives along with false positives and false negatives.
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Figure 22: Confusion Matrix for Gradient Boosting Classifier with all features considered. These
are the normalized results, showing true positive and true negative rates along with false positive
and false negative rates.

By limiting the depth of decision trees and using boosted decision trees to achieve
favorable error rates, we are able to increase the accuracy, precision, and recall of our classifier
significantly. In Figures 21 and 22, we notice a dramatic drop in the number of false positives
when compared to Figures 19 and 20, which already performed very well. The false negative rate
did not improve as dramatically, but improved nonetheless.
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Figure 23: Confusion Matrix for Decision Tree (Balanced) with all features considered. These
are raw numbers (unnormalized), which show the size of the test dataset, and the raw number of
true positives and true negatives along with false positives and false negatives.
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Figure 24: Confusion Matrix for Decision Tree (Balanced) with all features considered. These
are the normalized results, showing true positive and true negative rates along with false positive
and false negative rates.
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Figure 25: Confusion Matrix for Decision Tree (Balanced, Max Depth = 10) with all features
considered. These are raw numbers (unnormalized), which show the size of the test dataset, and
the raw number of true positives and true negatives along with false positives and false
negatives.
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Figure 26: Confusion Matrix for Decision Tree (Balanced, Max Depth = 10) with all features
considered. These are the normalized results, showing true positive and true negative rates along
with false positive and false negative rates.

In Figures 23 and 24, we see the results of using all features on a balanced decision tree.
Performance is exceptional, but the boosted decision tree in Figures 21 and 22 performs better in
regards to both false positives and false negatives. Figures 25 and 26 shows a decision tree with
all features being used, but with a max depth of 10. The boosted decision tree in Figures 23 and
24 once again performs better.
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CONCLUSION
Current methods of blocking online advertisements and trackers rely too heavily on
blacklists, which have to be kept up-to-date. When blacklists become out-of-date, they become
less effective over time. Furthermore, outdated blacklists can impede user experience. Motivated
by these observation, we set out to research ways to effectively detect advertisement and tracker
traffic.
Our work shows that it is possible to classify network packets using a classifier trained on
existing blacklists. By classifying network packets, we are able to learn the characteristics that
can tell apart regular traffic from advertisement and tracker traffic. Since our training data is
comprised of mobile network traffic, and our results are conclusive, this research can be directly
applied to produce an advertisement and tracker blocker on mobile phones that is effective.
We find that hostname-specific features like hostname length and frequency-based
features like occurrences of IP addresses and ports to be great distinguishers of online traffic.
The application of this research can improve browsing experiences, especially on mobile devices
where software is not easily modified by the end user [11], [13]. Furthermore, having the ability
to block advertisements and trackers may lead to less power consumption overall on mobile
devices [12].
In future works, we would like to further explore decision tree classifiers more in-depth
as they have shown promising results. We would also like to consider other types of classifiers.
Furthermore, work can be done in the area of deep packet inspection where the contents of the
packet are looked at.
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Lastly, while our research today was based heavily off data from mobile devices, it is not
restricted to it; we would like to explore areas outside of mobile as well. The internet changes
rapidly each and every day, and traffic characteristics will change over time. We would like to
continue our research into different features for detecting advertisements and trackers as well.
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